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Abstract

The current Internet protocol is IPv4, which the mainstream Internet runs over.
IPv4 is to be replaced by The Next Generation Internet Protocol, IPv6. The
growth and deployment of the IPv6 protocol depends on the utilization of ex-
isting network infrastructure where IPv4 predominates. IPv6 over IPv4 tunnels
are used to connect isolated hosts and networks over IPv4 infrastructure. As
the growth and demand for IPv6 connectivity increases, the tunnels will require
a considerable amount of management. Also, configuring tunnels in order to
connect to the IPv6 Internet is not an easy task for the common user. The
Tunnel Broker model is designed to automate and simplify the management of
IPv6 over IPv4 tunnels.

In this thesis we look at how Provide IPv6 connectivity to hosts regardless of
their point of attachment to the IPv4 Internet and secure traffic between the host
and the networks it connects to. We will account for the security requirements
associated with protecting traffic on the Internet, and based on the requirements
design and implement a system which utilizes existing mechanisms in order to
provide support for a wide range of platforms.

In the design phase, we set out to find ways of utilizing the existing standards
and tools, in order to realize a service which is applicable today. We encounter
conformance problems, limiting our choices for client configuration and prevents
us from using IPsec to its full potential. These problems are addressed in the
design, and solutions are found to circumvent the problem without affecting the
security.

A system is implemented based on the design, and tested both in terms of
functionality and performance in a NetBSD/KAME environment.
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Chapter 1

Introduction

1.1 Background

The Internet protocol (IP) is used for communication on the Internet. The
current version of the Internet Protocol is IPv4 [33] which the mainstream
Internet runs over. IPv4 appeared in the mid-seventies and is a very robust
protocol, but with changing times there are changes required in it also. Since
the seventies several changes have taken place in computer hardware and new
technologies have emerged. While using IPv4 we can not provide support for
increasingly popular services services like telephony, audio/video entertainment,
mobile computing, requirements of high bandwidth, or hope to solve problems
such as the address starvation. Furthermore, the extent and coverage of the
Internet has led to an increasing demand for the ability to give roaming users
secure access to their private intranets via the Internet. Traditionally users
have accessed their protected networks from remote locations by using Public
Switched Telephone Network (PSTN), but due to the savings in infrastructure,
and increased flexibility, using the Internet is gaining popularity.

One of the most dire problems with the current protocol is the exhaustion of
the 32-bit address space. In the early deployment of IPv4, the entire network
only covered a few universities. Since then the Internet has experienced an
enormous growth. Today the Internet has more than 72 million hosts (January
2000'). The theoretical number of hosts in a 32-bit address space is in excess of
4 billion, but due to the hierarchical structure of the address space (A, B and
C class networks|26]) and rather shortsighted address assignments in the early
days of the Internet the actual number is lower. A time will come when the
address space is exhausted[14], although Classless Inter-Domain Routing has
prolonged the lifetime of the current protocol. A new protocol was required to
solve these problems and to provide support for new services, which is why the
Internet Protocol version 6 (IPv6) has been developed[8]. It is the proposed
standard for the future, and has several new features. A very important aspect
concerning the success of IPv6 is that the new protocol provides a great deal of
flexibility and provisions have been left in it which makes incorporation of new

LA domain survey can be found at Internet Software Consortium http://www.isc.org
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technology quite easy. The features of IPv6 show a great deal of improvement
as compared to IPv4 and some new features have been included. These are large
address space, flexible header format, any-cast and multi-cast address, resource
allocation and security. The latter feature will be discussed in detail in this
thesis.

The growth and deployment of the IPv6 protocol depends on the utilization of
existing network infrastructure where IPv4 predominates. For the time being,
and during the transition, IPv4 will still be the mainstream protocol. Maintain-
ing compatibility with IPv4 while deploying IPv6 will smoothen the task of a
transition to an IPv6 Internet. Because of the sheer size of the existing IPv4
Internet and the large number of hosts running on different technologies one can
not expect a quick and centrally coordinated cutover. The availability of IPv4 is
expected to be much better than the availability of IPv6 for quite some time to
come. Mostly due to the fact that IPv6 transition has some expenses associated
with it, making it tempting to stick with the old technology. It is expected
that some old, proprietary small-scale systems may never be capable of running
IPv6 [6][5]. They will maintain the old protocol suite in the network until the
hardware expires and is replaced with new hardware capable of handling IPv6.
From these conditions and predictions one can conclude that there is need for
a tool that allows for IPv6 connectivity over an existing IPv4 infrastructure.

Several possible designs have been suggested for migration tools suitable for
effectively making the change from IPv4 to IPv6 [15], each solving different do-
mains of the transition task. One of the proposed migration tools is the use of
manually configured IPv6 over IPv4 tunnels. The tunnels provide connections
between islands of IPv6 enabled networks? by creating a IPv6 overlay network
over the existing IPv4 network. The main drawback of this approach is that
it requires a considerable amount of management on the part of system ad-
ministrators as the growth and demand for IPv6 connectivity increases. Also,
configuring tunnels in order to connect to the IPv6 Internet is not an easy task
for the common user.

1.2 Problem statement

The fact that the transition from IPv4 to IPv6 will progress smoothly in small
increments and that IPv4 connectivity will have higher availability than IPv6
for a long time to come, makes it evident that there is a need for a service which
provides IPv6 connectivity over an existing IPv4 infrastructure. There is also
an increasing demand for remote access to protected network resources.

Based on this, we would like to ask if it possible to:

1. Provide IPv6 connectivity to hosts regardless of their point of attachment
to the IPv4 Internet.

2. Secure traffic between the host and the networks it connects to. That
is, enable virtual private network services, where users can gain access to
protected resources.

2The 6Bone (www.6bone.net) is an Ipv6 testbed to assist in the evolution and deployment
of IPv6 mainly of manually configured IPv6 over IPv4 tunnels.



CHAPTER 1. INTRODUCTION 1.3. METHODOLOGY

3. Achieve point 1 and 2 using existing tools and mechanisms, in order to
support a wide range of clients and platforms.

Possible solutions should be analyzed for interoperability, performance, and se-
curity issues.

1.3 Methodology

Many of the software development processes described in the literature divide
the development stages in distinct ordered increments based on the development
on an initial and sometimes final and locked system specification, an example is
the waterfall model[34]. These methods require a more or less complete under-
standing of the problem domain and a detailed system specification prior to the
initiation of the software development. Both of these prerequisites are lacking
in our case. What we need is a method that allows for a rapid development
process that may involve sudden and fundamental changes to the system.

Evolutionary development [34, p. 11] base the software development process on
an initial implementation which evolves through a number of steps until an ade-
quate system surfaces (Figure 1.1). The figure depicts the development process
where the specification, development and validation are concurrent activities.
The specification may change during the development/validation process as a
response to limitations, or new opportunities discovered during the process.

This exploratory method of system development is suitable when it is difficult
to specify an exact and detailed system specification. This model has proved to
be effective for some systems requiring rapid development and system iterations
which can be quickly tested and reviewed. Evolutionary development can also
help in creating an initial understanding of the problem domain alongside of the
development of the system.

Due to the relatively short time span of this thesis, the relatively small size of
the system and due to the fact that new problems and solutions may surface
at any point in the development process, the evolutionary model is a suitable
one. The evolutionary model tends to produce poorly structured systems as a
result of the continual changes, but since the number of people involved in the
development is small it will be an achievable task to keep a clean and consistent
structure throughout the development.

1.4 Outline

Chapter 2 covers the theoretical foundations of this thesis. These include
IPv4 to IPv6 transition mechanisms, Domain name system, IP tunneling, and
security architecture of the Internet Protocol.

Chapter 3 states the requirements of the system which will extend the Tunnel
Broker Model to include support for secure tunnels and and access to protected
network resources.
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Figure 1.1: Evolutionary development

Chapter 4 accounts for the design decisions based on the requirements and
limitations set on the system due to conformance issues in KAME.

Chapter 5 covers how the design was implemented using existing tools and
mechanisms.

Chapter 6 sets up the needed services for a demonstration and goes the steps
needed to establish a secure tunnel.

Chapter 7 evaluates the performance of secure tunnels compared to generic
tunneling, and accounts for the processing requirements needed for IPsec traffic.

Chapter 8 summarizes how well our system adheres to the requirements set in
Chapter 3, sums up the achievements of the work and ideas for future work are
given.



Chapter 2

Theory

Abstract

This Chapter describes the different technologies that have been utilized in the
development of the service. In the beginning of the chapter, we look at a tech-
nique for enabling isolated IPv6 hosts or networks to connect through the use of
tunnels. Next, the domain name systems concepts and facilities are described
with special attention to how updates in the name space are performed. We
will look at the different transition mechanisms available and explain why the
tunnel broker architecture is a suitable starting point for the service we are to
realize. Following the transition mechanisms comes a description of the Tunnel
Broker model. To meet the protected network access requirements set on the
system, we will take a look at the services afforded by the IPsec architecture
and look at how secure connections are established and how cryptographic keys
are distributed.

2.1 1IPv6 over IPv4

A vital part of the service we are to provide is configured IPv6 over IPv4 tunnels
[32][15]. Tunneling provides a way to utilize existing IPv4 infrastructure to carry
IPv6 traffic. Dual stack hosts can tunnel IPv6 datagrams over IPv4 domains by
using a technique that encapsulates IPv6 packets into IPv4 packets which are
sent over existing IPv4 routing topology.

Tunneling can be performed in various ways where the tunnel endpoints can be
either a single host or a router, all combinations are shown in the list below:

1. Host-to-Router

N

. Router-to-Host
. Router-to-Router

3
4. Host-to-Host
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IPv6 networks

Host A Router |5 Host B v6
IPv6 «d--J-p IPV6 | {_1,] IPv6
datagram datagram datagram
A A
v! v4
IPv4 IPv4
header header
IPv6 « {-- -l IPv6
datagram datagram

2 3
\ 4 Y
IPv4 networks

Figure 2.1: IPv6 in IPv4 configured tunneling

The first two types are used when a single host is connected to the IPv6 In-
ternet through a tunnel (type 1 for outbound traffic from the host and type 2
for inbound traffic) and type 3 is used between two routers. The last tunnel
configuration enables direct communication between two hosts.

Figure 2.1 illustrates how packets are carried between two hosts A and B with
IPv6 over IPv4 tunneling. We will go through the steps needed to tunnel a
datagram from host A to B. In this example we can imagine that host A is
connected to the IPv6 Internet through a tunnel maintained by a tunnel broker
and that host B is some native IPv6 host on the global IPv6 Internet.

For traffic sent from host A destined to host B the following steps take place
(the numbers below correspond to the numbers in the figure):

1. When host A, the tunnel entry point, sends IPv6 packets to host B, A
encapsulates the IPv6 packets into a IPv4 packet. Encapsulation is per-
formed by creating a IPv4 packet of type 41 which signals that the IPv4
packet encapsulates another TP datagram. The payload of this packet is
set to contain the complete IPv6 packet. The destination of the encapsu-
lating IPv4 packet (intermediate destination) is set to be the address of
the router and the destination of the encapsulated IPv6 packet is set to
be the final destination of the packet, in this example host B.

2. The encapsulating datagram including the IPv6 packet is sent from host
A to the tunnel endpoint (the router) over an IPv4 infrastructure.

3. When the router receives the encapsulated packet from host A, it will
identify it is a as an encapsulating packet by looking at its type field

6
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which was set to 41 at the encapsulating node and process it accordingly
in the next step:

4. The datagram is decapsulated by removing the IPv4 header and forwarded
it to its ultimate destination, host B, as a regular IPv6 datagram over an
IPv6 infrastructure.

These four steps completes transmission of IPv6 packets over an IPv4 infras-
tructure in tunnels of type 1which is used for outbound IPv6 traffic from a host
connected to the IPv6 Internet via a IPv6 over IPv4 tunnel.

Traffic going in the reverse direction, which is inbound IPv6 traffic to host A
from some host B situated on a IPv6 network, requires tunnels of type 2. The
steps taken for traffic of type two correspond to those taken for traffic of type
1, the only difference being the encapsulating point which in this case will be
the router not the host.

If the host A will act as a IPv6 router, a tunnel of type 3 will be configured by
the tunnel. Since the end point of the tunnel is a Router we will have Router-
to-Router tunneling. The tunneling aspect is equal to the two types, the only
difference is how the routing information is set up on the router and the host.

2.2 Domain name system

As part of providing hosts with IPv6 connectivity with associated DNS entries,
we will need to interact with the Domain Name System (DNS)[28] . A brief
account of the DNS history, architecture, facilities and concepts will be given in
this section.

2.2.1 History

The Domain name system provides a service for naming resources such as the
IP address of a host. A driving force behind the development of the DNS was
the growth of the Internet.

In the days of the Internet’s precursor, the ARPANET, host to name mappings
were maintained by the network information center (NIC) in a single text file
(HOSTS.TXT) which was transfered to all the hosts in the network using the
FTP protocol. As the number of hosts grew, the file size increased and had to be
distributed to more hosts causing a traffic increase proportional to the square of
the number of hosts in the network. The distribution of this huge amount of data
consumed a considerable amount of the resources on the central NIC FTP server.
The original ARPANET consisted mainly of a few timesharing machines which
were gradually replaced by workstations on local networks. This brought about
a need of a different administrative approach than one centralized authority.
Local organizations should be able to administer the host to name mappings
for their local networks. A apparent and well suited solution was to organize
the name to resource mapping in a hierarchical structure corresponding to the
organizational /administrative structure of the name space. Today the DNS has

7
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grown to include more than 72 million host names (as of January 2000) in a
large distributed database maintained by a huge number administrators in what
might be one of the worlds biggest distributed database.

2.2.2 DNS architecture

The DNS provides a consistent and robust distributed name space for refer-
ring to resources. Performance is improved by the aid of sophisticated local
caching. The size of the DNS database and the frequent updates of it implies
that the database should be organized in a distributed manner. An important
assumption about the usage of the DNS is that access to information is more
crucial than fast updates and stringent consistency rules. As a result of this
assumption, updates are not meant to be instantaneous at all hosts, but rather
propagate to the hosts gradually. Also, if a resource is impossible to acquire due
to a failure of some sort (eg., network failure, DNS server failure) the previously
observed value of the resource should be used even though it might be stale.

The domain name space is organized like a tree with one root as illustrated
in Figure 2.2. The level immediately below the root is divided into top level
domains® (com, edu, org, net etc.) which is further subdivided into sub domains.
Each node in the tree has a fully qualified domain name (FQDN) which is
a sequence consisting of all the labels in the path from the node to the root
separated by dots (“”). The FQDN uniquely identifies the node. The procedure
for doing a name lookup based on a FQDN would be to start at the root of
the domain name space and then for each of the labels in the FQDN follow the
corresponding branch down the tree.

Brother nodes are required to have unique labels in order to guarantee unique
FQDNs while nodes that are not brothers are allowed to have the same label. By
following this simple rule it is apparent that nodes can be named independently
as long as they are in different subdomains. As a consequence, subdomains can
be administered in a distributed fashion and thereby allowing different organi-
zations to independently administer their own subdomains.

Each node in the name space has some data associated with it which is contained
in resource records. Each node can be encompassed by several resource records
containing different information. This allows the name of the node to be used
by different protocol families. The DNS is used in both IPv4 and IPv6 to map
host names into addresses. IPv4 IP addresses are stored in what is called an
“A” record which defines a forward mapping from host name to IP address.
The reverse mapping is stored in an “in-addr.arpa” record used to do a reverse
lookup from IP address to host name. A new record type named "AAAA" for
forward mapping has been introduced to facilitate a binding between names
and IPv6 addresses[35] and also a record for the reverse mapping similar to
that of IPv4. Name servers hold information about these resource records for
every node and the structure of the domain name space. Every name server
has complete information about a subset of the domain space over which the
name server has authority and this unit of the name space is called a zone (see

I More information about the organization of the top level domains can be found at Internet
Assigned Numbers Authority http://www.iana.org
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no domain —\

maccaroni zone

Figure 2.2: The DNS name space, domain and zone

Figure 2.2). Redundancy of a zone is provided by transferring zone information
from the master name server to at least one other slave name server. Changes
to the master zone can be “pushed” out to the slave name servers by the use of
DNS notify [36] so that changes propagate faster. The name servers also contain
pointers to other name servers which in turn can lead to any part of the name
space. In order to improve name resolution the name servers cache information
about resources locally. Every cached resource has a timeout associated with it
which specifies the lifetime of the resource.

2.2.3 Name space updates

The DNS was originally designed to support queries from a more or less statically
configured database. While the data was expected to change, the frequency of
the changes were expected to be fairly low, and all updates were made as external
edits zone files containing the resource records associated with the nodes in
the zone. The changes were only reflected upon restart of the name servers.
The original assumption of a static database no longer holds. Changes in the
ways IP addresses are assigned hosts, for example by the use of Dynamic Host
Configuration Protocol[9] (DHCP) and similar services have led to more frequent
changes in the namespace. These “non-permanent” name-to-IP mappings have
been the driving force behind new mechanisms to provide means of Dynamic
Updates in the Domain Name System [37]. The master name server of the
zone containing the records to be updated, has to be configured to accept DNS
updates from hosts specified by their IP address. Using only IP addresses as
means of access control is highly insecure. Using secure DNS update [11] will
solve the problem.

2.2.4 Summary

The DNS is a distributed database used to name resources, in particular the
DNS provides a mapping between hostnames and IP addresses for both the TPv4

9
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and IPv6 protocol families. The service we are to develop will have to interact
with the DNS frequently in order to effect changes to the name space. Updates
to the DNS as instructed the service, should take effect as fast as possible.
Fast updates to the name space is what the dynamic DNS update protocol was
designed for.

2.3 Transition mechanisms

2.3.1 Objectives

The key to a successful IPv6 transition is the ability for IPv6 to interoperate
with the large base of IPv4 hosts and routers. A second objective is to maintain
compatibility with IPv4 while deploying IPv6 in order to simplify the task of
adopting the IPv6 protocol in a diffuse fashion. The third objective is to ensure
that the transition should be as smooth as possible for end-users, administra-
tors and network operators. In this section we will take a brief look at different
available transition mechanisms for hosts and routers in a unicast-IPv6 environ-
ment which will facilitate the objectives mentioned above and determine which
mechanism is appropriate for the service we are to provide.

2.3.2 Transition strategies

The transition from the IPv4 Internet to IPv6 will most likely follow a dual stack
strategy in order to facilitate a streamlined transition to IPv6. The proposed
transition mechanisms are generally divided into two categories[15]:

e Translation

e Dual Stack and Tunneling

The first approach attacks the communication problem by translating IPv6 data-
grams into IPv4 datagrams (and vice versa) while trying to preserve as much of
the as information contained in the original packet headers as possible. Typi-
cally this approach is used to enable establishment of some sort communication
between the existing IPv4 Internet and IPv6-only networks or hosts. The trans-
lation approach is clearly not the path to follow for the type of service we are
to provide as we are dependent on building IPv6 connectivity through the use
of existing IPv4 infrastructure.

With the latter approach, the basic idea is that a host or device has two stacks
implemented, one for IPv4 and one for the IPv6 protocol families, enabling the
host to communicate with hosts of either protocol family provided there exists a
connection to both networks. If this is not the case, tunneling can be utilized to
provide communication over the infrastructure of the other protocol by building
a virtual link using IP encapsulation (Section 2.1). A variety of techniques are
based on encapsulating IPv6 datagrams within TPv4 datagrams. Among these
are configured tunnels, automatic tunnels, 6to4, 6over4 and the Tunnel Broker
model [3]. In the next sections we account for the differences between these
techniques, and look at scenarios in which they are applicable.

10
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2.3.2.1 6to4

6to4 connects isolated IPv6 domains by the use of an egress router that auto-
matically establishes a tunnel to the other domain[7] . The IPv4 endpoints of
the tunnel are derived from a special Top Level Aggregate (TLA) 6to4d IPv6
prefix of the domain. 6to4 can be used to connect both isolated hosts and sites
as long as they have at least one globally routable IPv4 address. The motiva-
tion behind this approach is to allow hosts or sites connected to a network with
no native IPv6 support to communicate with other such domains or hosts with
minimum manual configuration. It is important to keep in mind that this is not
considered to be a long term solution and that sites should eventually migrate to
native IPv6 prefixes. The 6to4 technique does not meet the requirements set for
the service we are to provide, since we require IPv6 connectivity with globally
routable addresses[18], which are not used in 6to4. 6to4 requires a border router
on the site for the minimal configuration feature to be valid. Furthermore the
timespan of the service we are to realize extends that of this technique.

2.3.2.2 6over4

6over4 interconnects isolated IPv6 hosts without the use of explicit tunnels[2].
The motivation behind this technique is to allow isolated IPv6 hosts, located
on a physical link which has no directly connected IPv6 router, to become fully
functional IPv6 hosts by using an IPv4 domain which supports IPv4 multicast as
their virtual local link. A requirement for the employment of 6over4 is that the
routers connecting the link have multicast enabled. This restricts the possibility
of utilizing this technique for IPv6 over IPv4 connectivity from any point of
attachment to the IPv4 Internet, as IPv4 multicast is not widely available.

2.3.2.3 Automatic tunnels

Automatic tunnels connect sites or hosts separated by an IPv4 infrastructure[15].
The tunnels are created on an ad-hoc basis when they are needed between sites
and hosts where there is incidentally need for traffic exchange. Automatic tun-
nels can only be created between IPv6 hosts or sites with IPv4 compatible IPv6
addresses. An IPv4 compatible address is identified by having a 96-bit zero
prefix followed by the 32-bit IPv4 address of the node. Whereas the tunnel
endpoints have to be manually configured with configured tunnels, the tunnel
endpoints are automatically derived from the IPv4 compatible IPv6 addresses.
The two main caveats of automatic tunneling is that global IPv6 connectiv-
ity is not achieved, only two hosts with IPv4 compatible IPv6 addresses may
communicate.

2.3.2.4 Configured tunnels

Just like automatic tunnels, the configured tunnels are used to connect IPv6
hosts or networks by utilizing an existing IPv4 infrastructure. This technique
is typically used between sites with regular traffic exchange. An example is
the 6Bone, but can also be used to connect single hosts to the IPv6 world.

11
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Configured tunnels require manual configuration, and as the number of tunnels
increase the task of administering the tunnels will become overwhelming.

2.3.2.5 Tunnel Broker model

This model aids the administration and configuration of configured tunnels[10].
The Tunnel Broker model helps in collecting the information needed to set
up tunnels and manages the creation, modification and deletion of IPv6 over
IPv4 tunnels. The tunnel broker also handles the DNS interaction in order
to provide permanent DNS entries for the hosts. The Tunnel Broker model
attacks the problem of configured tunnels administration, and provides a service
which allows for IPv6 connectivity over an IPv4 network, where the only IPv4
requirement is that the IPv4 address is globally routable.

2.3.3 Summary

All of the techniques described in the preceding section provide different means
of IPv6 connectivity. The translation approach tries to solve a different problem
from the one we are encountering and could easily be discarded as a suitable
technique. Dual-stack and tunneling techniques provide dissimilar methods for
IPv6 over IPv4 connectivity. The various tunneling techniques described in
this section differ in the scope in which they are applicable (site, host), the
requirements set on the IPv4 network (multicast) and whether they provide
globally routable TPv6 addresses. The properties of the Tunnel Broker model
meet the requirements of the kind of service we are to realize in this thesis,
since it it provides the user with permanent IPv6 IP addresses, permanent DNS
entries and minimal user configuration, where the only IPv4 requirement is that
the addresses are globally routable.

2.4 Tunnel Broker model

In the previous section we asserted that the Tunnel Broker model provides
IPv6 connectivity that satisfies the requirements set on the system, namely
assignment of a globally routable IPv6 address, permanent DNS host name,
minimal user configuration and administration requirements.

Configuring tunnels require the collaboration of two parties to determine the
IPv4 and IPv6 tunnel endpoints (Section 2.1). The Tunnel Broker model is a
way of helping people collect the info needed in order to set up the tunnel[10].
A tunnel broker can be thought of as an IPv6 Internet service provider (ISP)
offering IPv6 connectivity through IPv6 over IPv4 tunnels. Current implemen-
tations are web based tools that allows for interactive setup of an IPv6 over
IPv4 tunnel. By requesting a tunnel, the host gets assigned an IPv6 address
from the address space of the tunnel provider. DNS will be updated automat-
ically to contain the name of the client side IPv6 endpoint of the tunnel. The
created tunnel will provide IPv6 connectivity between the tunnel providers IPv6
environment and the isolated host.

12
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Figure 2.3: The Tunnel Broker model

Figure 2.3 depicts the tunnel broker along with the main components, namely
the client, tunnel broker, tunnel servers, DNS and the IPv6 over IPv4 tunnel,
all of which are described in more detail below.

Client

The user on the client node contacts the tunnel broker where tunnel requests can
be submitted by means of a standard and easily accessible interface, usually a
web interface. The Tunnel Broker model does not specify exactly which services
should be available to the user via the interface, but a bare minimum is the
ability to submit a tunnel request with the accompanying information. The
client node is required to be a dual-stack? node with the ability to connect to
the tunnel broker service and at least one of the tunnel servers over IPv4. The
node must have support for configured IPv6 over IPv4 tunnels (Section 2.1) and
must be able to access the Tunnel Broker tunnel registration service.

Tunnel Broker

The tunnel broker provides an interface where the user can register and request
IPv6 connectivity. The tunnel broker creates, manages and deletes tunnel on
behalf of the user and interacts with DNS in order to provide a permanent
DNS entry for the requested tunnel. The Tunnel Broker model suggests pos-
sible means of communication between the different entities in the model, but

2Dual stack (IPv6/IPv4) nodes have the ability to send and receive both IPv4 and IPv6
packets. They can directly interoperate with IPv4 nodes using IPv4 packets, and also directly
interoperate with IPv6 nodes using IPv6 packets.
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implementers of the model are free to use other means than those suggested. As
part of the tunnel management the tunnel broker stores necessary information
about its users, tunnels and tunnel servers in a database.

Tunnel Server

The tunnel server is a dual-stack router connected to both the IPv4 Internet
and to the global IPv6 Internet or a Intranet. The tunnel server will receive
tunnel creation, modification and deletion requests from the tunnel broker in
the form of scripts, SNMP or extensions to DHCP. A tunnel server may run on
the same node as the tunnel broker.

DNS server

Each tunnel maintained by the TB must be registered in the DNS (Section 2.2),
hence the TB will interact with some DNS server in order to update the zone
files to include both forward and reverse name mappings (ref. 2.2.2) for every
tunnel hosted by the tunnel broker.

2.5 1IPsec

In the following description of the IPsec standard we will only look at the core
functionality of IPsec, discarding automatic key exchange systems for reasons
that will become clear when we get to the outline of manual and automatic key
establishment found in Section 2.5.9.

2.5.1 Background

Internet traffic is subject to many threats, including identity spoofing, loss of
privacy, loss of data integrity and denial of service. As the Internet has grad-
uated from simple information exchange to being a courier of sensitive data,
the need to protect the data from these threats has led to the development of
IPsec. This work has accumulated to the specification the IPsec architecture[23].
The goal of TPsec is to provide security over untrustworthy and insecure media
without the need of expensive host and application modifications, and without
adversely affecting users. All systems (IPv4 and IPv6) that implement IPsec
must comply with all specifications of the standard. As we will see later, this
appears not to be the case in all implementations.

2.5.2 Architectural overview

IPsec provides security services at the IP network layer by offering a system re-
quired to determine the security protocols, select the algorithms to be used and
to supply any cryptographic keys needed for the requested services. IPsec affords

protection to one or more “paths”’ between pairs of hosts. The host can be either
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a host implementing IPsec, or an intermediate host implementing IPsec; called
a security gateway®. IPsec provides security at the IP network-layer for both
IPv4 and IPv6. Since IPsec is applied to the IP network-layer, security is pro-
vided transparently for any upper layer protocol (eg., TCP, UDP, ICMP, BGP)
The set of security services offered by IPsec includes access control, data origin
authentication (non-repudiation), connectionless integrity, protection against re-
plays, confidentiality (encryption), and limited traffic flow confidentiality. The
IPsec suite is based on two traffic security protocols:

e the authentication header (AH) [24]

e encapsulating security payload (ESP) [25].

These two protocols provide the means of access control based on the distribution
of the cryptographic keys. AH was designed to afford connectionless integrity,
authentication and non-repudiation. Both of the protocols can be used alone,
or in combination in order to provide the security services just mentioned.

The protection given is specified by a user/administrator manageable Secu-
rity Policy Database (Section 2.5.5) or by an application. The security policy
database (SPD) determines the actions to take on all inbound and outbound
traffic. If a datagram is to be processed by IPsec the SPD has to consult the
security association database (Section 2.5.4) to get the required parameters for
the security to be applied to the packet. Both protocols support two modes of
operation; transport mode and tunnel mode. The difference between these two
will be described in more detail in Section 4.1.3. In the next few sections, the
main components of the IPsec architecture will be accounted for in more detail.

2.5.3 Security Association

A primary construct in IPsec is security associations (SA). A security associa-
tion defines a uni-directional secure channel between two hosts. The security of
an SA is provided by the use of either AH or ESP depending on the required
security service. In order to provide a bi-directional secure channel between two
hosts, two SAs have to be constructed, one for each direction. If the channel
were to afford services from both AH and ESP, a total of four SA would need
to be constructed. A channel can be afforded protection by any number of SAs.
A security association is uniquely identified by a tuple containing an IP desti-
nation address, a security protocol identifier (either AH or ESP) and a 32-bit
security parameter index SPT used to discriminate between SAs destined for the
same host using the same security protocol. IPsec has two modes of operation;
transport mode and tunnel mode. According to The Security Architecture for
the Internet Protocol[23] transport mode can only be used a host-to-host config-
urations while tunnel mode is required when either or both sides of the channel
is a router.

This requirement has been debated [20] and it is now recognized that tunnel
mode IPsec is similar to an SA applied to an IP in IP tunnel. We will return
to this requirement is Section 4.1.3.

3A router or firewall implementing IPsec.
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2.5.4 Security Association Database

Every SA has an entry in the security association database (SAD) where every
parameter associated with the SAs are kept. For outgoing datagrams entries
in the SAD are pointed to by policies in the security policy database (Section
2.5.5). For incoming traffic the SAD is indexed by the unique tuple described in
the preceding section containing the destination IP address, IPsec protocol type
and security policy index (SPI). An SPI is a 32-bit value used to distinguish
different SAs terminating at the same destination and using the same IPsec
protocol.

2.5.5 Security Policy Database

An vital element of SA processing is the security policy database constructed
to enforce policies in the IPsec environment. The SPD determines which SAs
are to be afforded to IP datagrams. The SPD is consulted for all inbound and
outbond traffic, including traffic not afforded IPsec protection.

For each? outbound IP datagram IPsec searches the SPD for a record matching
the outbound packet based on selectors (eg., IP destination address, port num-
ber, upper layer protocol) to determine which policies encompass the packet.
The SPD lookup results in three possible processing alternatives of the data-
gram:

e Discard: The datagram is not allowed to be sent from the host.

e Bypass IPsec and forward: The datagram will be sent from the host with-
out any IPsec protection.

e Apply IPsec and forward: IPsec will afford protection to the datagram.

In the SPD it is possible to configure traffic that is not IPsec traffic to be
discarded, hence providing a basic firewall functionality by allowing only IPsec
afforded traffic to be forwarded. In the latter case the SPD needs to determine
which security services are to be applied to the packet and in which fashion.
To obtain this information the SPD has to consult the SAD to find matching
Security associations. The SAD contains nine parameters associated with an
SA used for processing of the IPsec protocol:

o Sequence number counter: A 32-bit value used to generate the 32-bit se-
quence number contained within the ESP and AH header.

e Sequence counter overflow: A flag indicating whether overflow of the se-
quence number counter fields should generate auditable events, or if future
packets associated with this SA packet should be discarded.

o Anti-replay window: A 32-bit conter and bitmap used to determine whether
an inbound packet is a replay.

4Some implementations consult the SPD only for every new connections and keep track of
the policies per connection instead of per packet.
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Figure 2.4: Format of the Authentication Header

e Algorithms and keys used in the AH
e Algorithms and keys used in the authenticating ESP
e Algorithms and keys used in the encryption of ESP.

o Lifetime of the security association: An interval after which the SA has
to be replaced with a new SA (and a new SPI) or removed. The interval
may be expressed in terms of the amount of traffic carried by the channel
associated with the SA, as a time interval, or both. If a combination of
the two is used, then the first to expire take precedence.

e [Psec protocol mode: Tunnel, transport of wildcard. Indicates the mode
in which AH or ESP should be applied to traffic on the SA.

e Path MTU

2.5.6 Authentication header

The Authentication Header (AH) is used to provide connectionless integrity and
data origin authentication for IP datagrams by the use of a message digest of the
accompanying data. Data origin authentication provides a security service that
verifies the identity of the claimed source of data. Data integrity is a service
which ensures that any modifications to the data will be detectable. IPsec pro-
vides connectionless integrity, which detects modifications of individual IP data-
grams regardless of the ordering in a traffic stream. The authentication header
provides authentication for the parts of the IP header that are immutable, and
will not include any parts of the header that may change during transit of the
datagram. The primary difference between the authentication header and the
encapsulating security payload is which parts of the datagram are protected by
the protocols. Specifically, ESP does not protect any part of the IP header,
unless the SA is configured to tunnel mode. Figure 2.4 shows the header for-
mat of the AH protocol. The security parameter index, sequence number and
authentication data fields are described briefly below.
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Security Parameter Index SPI

The SPI is a 32-bit value, which combined with the destination IP address
and the security protocol uniquely, identifies a SA, and is used to determine
the correct SA to use for inbound IP traffic (Section 2.5.3). The two parties
establishing a secure connection have to collaborate on several parameters prior
to the establishment of the connection. The SPI is part of these parameters and
has to be the same for a given SA on both sides of the connection.

Sequence number

This field is a 32-bit unsigned number with a monotonically increasing value.
Since the number is monotonically increasing it is not allowed to overflow or
cycle, provided manual key exchange is not used. Therefore it is necessary to
re-establish a new security association both at the sender and the receiver before
the sequence number reaches its maximum value. When a new SA is created
the sequence number is initialized to 0, and is incremented by 1 every time
a datagram is sent. With manual key management, the sequence number is
allowed to cycle and the SA re-establishment is not required. A receiver may
or may not enable anti-replay checks on an SA. If anti-replay is not enabled,
no checks will be made on the sequence number for inbound datagrams. If
anti-replay is enabled the receiver will verify that the sequence number of the
inbound datagram does not duplicate any other previously received datagram on
the SA. A sliding receive window technique is used to perform the duplication
check. Duplicated packets will be rejected, while new packets are allowed to
go on to further ICV verification. The replay window is only updated when a
datagram is accepted through ICV verification.

Authentication data

This field is a variable length field containing the Integrity check value (ICV).
The algorithm used to compute the value of this field is specified by the SA. The
IPsec architecture is algorithm independent, but suitable algorithms computing
the ICV are Message Authentication Codes (MACs) based on symmetric en-
cryption algorithms (eg., DES, Blowfish) or one-way hash functions (eg., MD5
or SHA-1). The inputs to the ICV computation are:

e Fields in the IP header that are immutable in transit, or fields where the
value is known upon receipt of the datagram.

e All fields of the authentication header where the authentication data is
set to zero for this computation.

e The upper layer protocol data

Fields that are mutable and that may be modified during transit of the datagram
(eg., TTL) are set to zero, thus preserving the alignment of the immutable data,
and ensures that the mutable fields does not change in length during transit.
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The AH protocol uses algorithms specified by the SA to create a hash which
is a unique code of the input data. The resulting hash code is reduced to
a reasonably small size (eg., 64-bits), into an element called a digest. The
recipient will use the original message data to compute a digest, which is then
compared to the original digest delivered by the source. By comparing the two
digests the recipient is able to determine whether the data has been modified
during transit. If the two match, the data has not been tampered with. If they
do not match, the data has been altered at some point during transit and has
to be discarded.

2.5.7 Encapsulating security payload

The encapsulating security payload (ESP) adds, among other services confi-
dentiality to IP traffic, a service not provided by the authentication header.
Confidentiality protects data from unauthorized disclosure. Another confiden-
tiality concern is traffic flow. Traffic flow analysis can reveal useful information
to an adversary (eg., source and destination addresses of IP packets, size of
the payload). ESP addresses both these concerns. Contrary to AH, ESP does
not secure any part of the original IP header in transport mode. Authentica-
tion of the original IP header is only available in tunnel mode. In ESP either
authentication or encryption can be omitted, but not both.

The format of the ESP is shown in Figure 2.5. The ESP encapsulates the
original IP datagram payload by attaching an ESP header and by adding an ESP
trailer followed by the authentication data. The ESP encapsulates the payload
while AH only appends an header to the payload. The Security parameter
index, sequence number are equal to the corresponding fields in the AH, and
are described in Section 2.5.6. The next two sections will describe the contents
of the payload data field and the purpose of the padding field.

Payload Data

The payload data is a variable length field containing the payload of the protocol
given in the next header field and is mandatory. If the encryption algorithm
needs to carry extra synchronization data (eg, initialization vector), it may be
placed in the payload field.

Padding

Some encryption algorithms require the plaintext to be a multiple of an integral
number of bytes (eg., the block size of a block cipher), and in such these cir-
cumstances they are used to fill the plaintext to match the length requirements.
From Figure 2.5 one can see that the parts of the ESP that are encrypted are
the payload data, pad length, next header and padding field. Thus these fields
are the plaintext of the encryption algorithm. The padding field is also required
to ensure that the resulting cipher text from the encryption has a length which
is a multiple of 32-bits. This requirement is due to fact that the Pad Length
and Next Header fields must be aligned on a 32-bit boundary. Padding can also
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Figure 2.5: Encapsulating Security payload format

be used to provide support for (partial) traffic flow confidentiality by concealing
the length of the payload.

Authentication data

This field is the same as to the corresponding field in the AH, but in ESP the au-
thentication data field is only used when the ESP is set to afford authentication
to the datagram. In AH this field is mandatory.

2.5.8 IPsec header location

As explained in Sections 2.5.3 and 2.5.7 AH and ESP can be applied to an IP
datagram in two modes, tunnel and transport. In IPv4 transport mode the AH
is inserted just after the original TP header including options it may contain,
before any upper layer protocol and before any previously inserted IPsec headers.
ESP inserts a header at the same location as AH, but also adds an ESP trailer
at the end of the datagram. The order in which the IPsec headers are inserted
when a datagram is afforded protection by more than one SA is determined by
the security policy database.

In tunnel mode, IPsec adds an outer IP header where the source and desti-
nations addresses are the endpoints of the tunnel, while the original inner IP
header contains the ultimate source and destination addresses, just like IP in IP
tunneling (Section 2.1) In tunnel mode AH protects the whole inner IP data-
gram, while in transport mode only the immutable fields are protected. Using
ESP in tunnel mode will protect all of the inner IP header, while none of the
fields in the header are protected in transport mode.
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Figure 2.6: Authentication header and encapsulating security payload location
for TPv4 datagrams in IPv4.

Figure 2.6 illustrates the location of the IPsec headers in IPv4 using trans-
port mode. The figure clearly shows what parts of the datagrams are provided
authentication and encryption.

2.5.9 Key establishment

Key management is a crucial aspect of encrypted communication. IPsec sup-
ports two forms of key management:

e Manual

e Automatic

Manual key establishment requires interaction with an administrator, who has
to provide keying material and necessary SA parameters. Establishing keys
manually is practicable in small environments, but is not suitable for large and
partially meshed networks with a high number of routers and hosts. If, for
example, 5 hosts were to establish unique secure relationship with other hosts
creating a completely connected topology, the minimum number of keys that
would have to be generated would be 10. The general formula for the number
of keys needed in a connection scenarios like this is n(n — 1)/2 % k, where n is
the number of hosts or sites, and k is the number of keys needed per secure
relationship. With 50 hosts or sites requiring two keys per secure relationship,
the total number of key exchanges would be 2450. It is evident that this number
would grow out of proportion when the number of nodes/sites in the network is
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great, an that the task of administering these keys would become very difficult.
In a scenario like this, automatic keying would clearly be favorable.

There are other scenarios, such as the one we are encountering, where the num-
ber of keys increases linearly with the number of hosts connected to the environ-
ment. In our scenario, the secure connections form independent star topologies
with the tunnel servers or security gateways as centers, and the client nodes
as leafs. In such cases it can be feasible to rely on manual key management.
Manual key management does not provide session authentication based on user
interaction (user level security), only device level authentication where no user
input is necessary[22].

Automatic key management addresses the limitations of manual keying by au-
tomating the distribution of keys, and services the re-establishment of SAs when
they expire. When used with IPsec, automatic keying provides for strong au-
thentication from device level to user level where the authentication mechanisms
range from preshared secrets to X.509 certificates. The Internet Security As-
sociation and Key management Protocol (ISAKMP)[27] provides an algorithm
and mechanism (eg., IPsec) independent framework, which defines procedures
for doing endpoint authentication and key generation, a necessity for SA gener-
ation and maintenance.

The Internet Key Exchange protocol (IKE) [17] is a collection of different ex-
isting key management protocols, including ISAKMP which are combined to
provide a specific key management system. IKE is very complicated, still in its
infancy and not yet widely available. Setting up security associations using IKE
can be an error prone process partially because IKE and IPsec are two separate
protocols that have to interoperate[19], the fact the IKE implementations are
not fully mature augments this problem.

2.5.10 Summary

In this section we have examined the services afforded by IPsec, and taken a brief
look at the two different modes of operations available, tunnel and transport. We
summarized the two main mechanisms for key management, and under which
conditions they are applicable. The security association management provided
by automatic management is more sophisticated than manual management but
also much more complicated.
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Requirements

In short, the service we are to realize should assist users in establishing a con-
nection to the IPv6 Internet or protected Intranets via their existing IPv4 con-
nection. The service should also alleviate the network operators from as much
as possible administrative tasks caused by introducing such a service. Both the
client and administrator interaction with the service should be intuitive and
easily accessible.

The requirements set by the Tunnel Broker model as described in Section 2.4
will be used as an initial version in the evolutionary system development. Added
to this model is the ability to provide users with secure connections to protected
networks.

3.1 Requirements

3.1.1 Automatic Management

The main responsibility of the tunnel broker is to administer configured tunnels.
Our service must extend the administration task to include security association
administration. The tunnels should be maintained completely by the service
with no need for administrators to manually intervene in the tunnel configu-
ration. The service must keep track of all tunnel parameters and their state
including their security associations.

The tunnel management is performed by two types of users:

e Regular user

o Administrators

The administrator is an regular user with additional operator privileges. The
regular users should only be allowed to add, modify and delete their own tunnels,
while the administrator should be granted full control of all tunnels, users and
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tunnel server/security gateway settings. It is also the administrators responsi-
bility to maintain the configuration of the tunnel server or security gateways
present in the environment. There may exist more than one user with adminis-
trator rights in the system and administrators can grant or revoke regular users
administrator rights.

Requirement 1: The service should alleviate the task of configuring and man-
aging configured tunnels.

3.1.2 Hostnames and IP addresses

The service should provide long term IPv6 addresses which will remain un-
changed regardless where the host is connected to the Internet. Every tunnel
administered by the service should have names registered in the DNS'. The
IPv6 address and host name should be the same throughout the lifetime of the
tunnel, but the system should allow the care-of-address? of the client to change
upon requests from the user. By allowing the care-of-address to change while
the IPv6 address and hostname stay the same, the service adds support for
roaming /mobile users to the Tunnel Broker model.

Requirement 2: Hosts should be assigned permanent IPv6 addresses and host-
names.

3.1.3 Client requirements

One of the main goals we have set down for this service is that it should be easy
to use and install for the user. Achieving this goal is crucial for the success of
the service. We should try to keep the software requirements of the client to
a bare minimum so that the user does not have to install extra components in
order to use the service.

The list below shows the software requirements of the client:

Dual-stack (IPv6/IPv4)

IPv4 connectivity

Web browser with HTTPS support

IPsec support

IPsec support is only required if the user requests access to a protected network,
where protection is afforded by IPsec. It might be necessary for the user to have
administrative rights on the node in order to effectuate the changes required to
activate and deactivate the client side of the tunnel.

Requirement 3: The configuration of the client node should involve as little as
possible manual configuration and the software requirements on the client should
be kept ot a minium.

1Some services will not allow a node to connect unless there exists reverse mapping from
the IP address to a host name.

2The TPv4 termination point of the TPv6-over-IPv4 tunnel that reflects the clients current
point of attachment to the IPv4 Internet.
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3.1.4 Platform independence

Throughout the design of the system platform independence should always be
a guideline. The system should be able to operate on, and service several plat-
forms. Using tools or techniques that lock the system to some particular plat-
form must be avoided.

We will have to design a uniform way of doing the client and server configuration
which is independent of the system, and that should allow for extensions. With
system independency we mean that the system should not have to be modified
in order to support new platforms or configuration techniques.

Requirement 4: The system should be extendible as to which platforms are
supported on both client and server side.

3.1.5 Access control

Through the use of IPsec this service can provide secure tunnels that afford
integrity, confidentiality and authentication to the traffic. Due to their virtual
presence on the IPv6 providers network (See Figure 4.2) the remote client can
be afforded the same services as a node actually present on the private net-
work. Some network services in common use today (eg., NFS, printer spooler,
sendmail, rlogin, ssh, X etc.) base the access control on IP addresses and/or
DNS lookups, or they are protected by firewalls or proxies [12, section 3.3]. The
service must provide some mechanism to differentiate the access level of users
based on the IPv6 address and hostname.

Requirement 5: The service should in addition to providing the users with
reqular IPv6 connectivity, support secure IPv6 access to resources on protected
networks and differentiate the level of access to these resources accordingly.

3.1.6 Client security considerations

Two requirements must be fulfilled to ensure that only authorized individuals
have access to resources on the protected network[16]:

e The IPsec gateway must only allow authorized hosts to communicate with
the protected network.

e Unauthorized users must be unable to exploit authorized hosts to com-
municate with the protected network on their behalf.

These two requirements must be given special attention in the design of the
system in order to restrict access to protected resources to authorized users
only.

Requirement 6: Only authorized individuals should have access to protected
resources.

25



3.2. CURRENT SOLUTIONS CHAPTER 3. REQUIREMENTS

3.2 Current solutions

3.2.1 Tunnel broker

There is a reference implementation Tunnel Broker model at CSELT (carmen.
cselt.it/ipv6tb). Their implementation meets the requirements of the Tun-
nel Broker model, and allows for dynamic reconfiguration of the tunnels. Our
solution will include all the user interaction possible with the “state of the art”
implementation at CSELT, and add some new services to the user.

We will give the users the possibility to configure more than one tunnel, later
modify them as needed. The most important addition to the service is the
ability to request secure tunnels providing users with access to protected network
resources. The details are covered in the next section.

3.2.2 Secure communication

In the requirements we have added support for protected network access by
the use of IPsec. By adding virtual private network access the Tunnel Broker
model, the range of scenarios where the service applicable is broadened. When
connected over a secure channel, the user may work as if the remote node
was situated on the protected network, and thereby gaining access to protected
resources. Our service will still offer non-secure connection as the current tunnel
broker implementations. The two types of connections differ significantly in the
services they provide, and we will examine if the two types tunnels can fit
together in an extended Tunnel Broker model. The implications on the original
model should only be minor due to its modular design and open design choices.

There are several vendors® providing VPN services by the use of IPsec and IKE,
but these are not intended to work with IPv6 over IPv4 connection scenarios.
Common for all these services, is the need for special client software which
conflicts with a key point in our requirements; the service should work on a
as broad range of clients as possible without the need of additional software.
These services does however have the ability to use sophisticated authentication
techniques, which may not be available to us due to the requirements set on
interoperability and platform independence.

3.3 Limitations

The current implementations of the Tunnel Broker model has been around since
the Tunnel Broker model draft was published in October 1999. The CSELT tun-
nel broker reference implementation supports numerous platforms and provides
an advanced administrative interface. Lots of work has put in to provide easy
installation of the service on the server side.

In this thesis we will not focus on those aspects of the service, but rather look
into the possibility of adding protected network support to the Tunnel Broker

3Examples are Safenet Soft-PK (www.ire.com/0EM/), Entrust VPN connector (www.
entrust.com) and Cisco secure VPN client[1]
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model, expanding its range of services to include better support for roaming
users.

The Tunnel Broker model provides IPv6 connections to both sites and single
host, but we will limit our service to only provide connections for single hosts.
In the exploration of adding security services, site connection scenarios will be
considered. Tunnel expiry mechanisms will not be implemented as the cselt
reference implementation already implements this. However, we will look at the
requirements of such a expiry mechanism in the design chapter as this is not
given much attention in the Tunnel Broker model draft.

3.4 Summary

The first four requirements are refinements and more exact requirements of
those set by the Tunnel Broker model. By introducing virtual private network
services to the Tunnel Broker model, new requirements emerged that has to be
incorporated in the design of the system. The most important requirement is
that only authorized users should gain access to protected resources.

The Tunnel Broker model is not natively designed to provide secure access to
protected networks. By the addition of the two requirements five and six, we
have extended the original requirements of the model to include support for
protected networks while still using the Tunnel Broker model as a framework
for the design of the system.
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Chapter 4
Design

The system we are to realize, will mainly utilize existing protocols, mechanisms
and tools. Some of the design aspects are already set in the Tunnel Broker model
draft[10] and will not be covered in detail here. We will direct our attention to
the design of the client configuration, and access to protected network resources.

The design of the system will have to focus on how to combine existing protocols,
mechanisms and tools to provide a service that meets the requirements specified
in Chapter 3. In Chapter 2, we surveyed the possibilities and restrictions of
existing protocols and mechanisms and will constitute the foundation of the
design.

In Section 4.1 we considerer how to append IPsec to traffic in order to achieve
the desired level of protection for secure connections. IPsec conformance issues
and the consequences this has for the design of the system is also covered.
Security considerations on the client that have to be addressed in the design
are described in Section 4.2. Anomalies that may occur in combination with
tunnel management are covered in in Section 4.3. Finally the design choices
are summarized together with a model of the system. Following the summary
comes a complete design of the user interaction with the system.

4.1 1IPsec conformance

In Section 2.5 we covered the IPsec architecture and looked at the security
services afforded by it. IPsec supports two modes of communication, tunnel
and transport mode. The latter is essentially IPsec combined with IP tunneling.
As we shall se in this section, there are some IPsec conformance problems that
will have to be addressed in the design of the system. We must evaluate what
options are available to us and how to make best use of them in order to provide
support for systems that do not fully comply with the IPsec standard.
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Authenticated (AH)
Encrypted (ESP)
Outer IP | Authentication | Authentication ESP Inner IP | Upper layer PAYLOAD ESP
header Header data header header header trailer

Figure 4.1: IPv6 datagram encapsulated in an IPv4 datagram and afforded
protection by AH and ESP.

4.1.1 KAME conformance issues

We have seen that the tunnel mode of IPsec use the same technique as generic
IP tunneling (Section 2.1). The IPsec specification states that the inner and
outer IP version may be either IPv4 or IPv6. This means that IPsec alone
could meet all our needs for secure transport, namely secure communication
through IPv6 over IPv4 tunnels. Unfortunately not all IPsec implementations
support different protocol families in the inner and outer headers. The KAME!
stack does not currently support IPv6 over IPv4 tunneling with IPsec, and
responses from developers implies that implementing this would require a major
rewrite of large parts of the IP stack, this is not likely to come about any time
soon. Because of this, KAME does not completely conform? with the IPsec
specification. The conformance problem covered here is not currently given
attention in any of the conformance test or documents provided by KAME.

4.1.2 Mode of communication

In this section we will show that the communication problem can be bypassed
by applying transport mode SAs on a generic IPv6 over IPv4 tunnel (KAME
does support IPv[4/6] over IPv[4/6] configured tunnels). We will show that
this technique will not have any implications for security due to the fact that
combining generic IP tunneling with IPsec transport mode will yield exactly
the same scope of both authentication and encryption that native IPsec tunnel
mode does.

For communication with private networks we would like authenticity and con-
fidentiality. ESP provides both, but in transport mode none of the original TP
header fields are authenticated. By using ESP only for confidentiality and by
adding the services provided by AH together with IP tunneling, the immutable
fields of the original IP header and payload is afforded authenticity, while the
complete payload and upper layer headers of the datagram are afforded confi-
dentiality. Figure 4.1 depicts the format of the encapsulated datagram afforded
IPsec protection by AH and ESP. Authentication is omitted in ESP since the
scope of the AH authentication covers that of the ESP authentication, plus im-
mutable fields in the outer header. By configuring the transport mode SAs in

IKAME Project is a joint effort of seven companies in Japan www.kame .net
2Conformance tests are performed on the latest KAME STABLE kits at TAHI project.
Results can be found at http://www.tahi.org/report/KAME.
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this way we have achieved the same level of protection that we would have with
native IPsec tunnel mode.

It is apparent that the addition of the AH and ESP headers and data increase
the size of each datagram afforded protection. AH and ESP processing at both
ends will also affect both latency and throughput. Later in the demonstration
of the system we will evaluate the performance impact of IPsec in the mode
described above compared to using tunnels without IPsec protection.

4.1.3 Configuration options

A more serious concern with the conformance problem, which can not be easily
bypassed, is that we are unable to use standard IKE[17] mechanisms as the only
means of client configuration. Since the tunnel would have to be configured
separately from the establishment of transport mode SAs (IKE could have been
used to establish the transport mode SAs used in the mode of communication
described in the previous section).

There is currently an Internet draft under development describing the use of
IKE in conjunction with DHCP in order to supply the client with the needed
configuration parameters[31], but as noted in Section 4.2.2, IKE is not yet fully
mature and available on a broad range of platforms.

The problem with the KAME conformance leads to a restriction of the tech-
niques available to us for doing client configuration and key establishment. As
described above, we can rule out the leveraging DHCP to perform configura-
tion in conjunction with IKE since we are unable to supply the user with all
configuration details since a IP tunnel would have to be configured separately
from the IPsec configuration performed by IKE. We will come back to this in
the discussion of future work in Chapter 8.3.

Running scripts where all configuration information is stored on the clients,
avoids the aforementioned problems. Although the technique is far from ele-
gant, it is more likely to work on a broader range of platforms, and it handles
conformance problems, like the one described, much better. The script ap-
proach is modular and allows for extensions, thereby satisfying requirement 5
in Section 3.1.4. We will follow the modularity approach defined in the Tunnel
Broker model, where configuration files for different platforms can be added
when needed or when they become available. The configuration files should
have the form of templates where the required parameters are filled in by the
service upon creation of the configuration scripts. Addition of new templates
should be automatically detected by the service.

4.2 Security considerations

4.2.1 Client node

In this section we describe two security issues which will have to be addressed
in a remote access scenario where users access resources within firewall pro-
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tected networks. Requirement 6 in Section 3.1.6 stated that the following two
requirements must be met:

e The IPsec gateway must only allow au to communicate with
the protected network.

e Unauthorized users must be unable to exploit authorized hosts to com-
municate with the protected network on their behalf.

The first point is addressed by the strong cryptographic mechanisms built into
IPsec. Malicious users can not even inject packets on the protected network by
spoofing IP addresses since the packets will not be accepted at the protected
networks security gateway. This security breach is accounted for in the next
section where the key establishment is described.

To address the second point, the remote host is required to have some firewall
like characteristics enabled. Under no circumstances should an attacker be able
to log into the remote host while it is connected to the protected network via
a secure tunnel. If an individual is allowed to do so, access to the protected
network is within reach since IPsec has no way of distinguishing packets sent by
a legitimate authorized user from packets sent by an intruder. To illustrate the
security threat posed by such scenarios, imagine that the host connected to the
protected network runs a web-proxy. A hostile user could use this proxy to gain
access internal web pages. As a consequence, the host should be configured so
that non-essential network services such as telnet, FTP, rlogin, rsh, FS, bind,
HTTP server and IP forwarding are disabled.

4.2.2 Ke esta lis ment

User authentication in IPsec relies solely on the exchange of shared secrets,
namely the cryptographic keys used in AH and ESP. These keys will be dis-
tributed manually by the service without the use of IPsec key exchange proto-
cols.

In Section 4.1 we argued that scripts were to be used to supply the client with
configuration parameters, including IPsec parameters and cryptographic keys.
For this reason, the exchange of the scripts has to be secured. We will rely
on established secure communications to exchange the configuration scripts, in-
cluding the cryptographic keys. The Secure Socket Layer[13] (SSL) is a security
protocol that provides communication privacy over the Internet. The protocol
allows applications to communicate in a way designed to prevent eavesdropping,
tampering, or message forgery. Support for SSL is embedded in most modern
browsers, is widely available and meets our requirements for client software.
Secure HTTP (HTTPS) will be used for all user interactions with the service
via the web interface.

Even if the scripts get in the hands of a malevolent user, protection mecha-
nisms in IPsec will make it difficult to use the information in the scripts to gain
unauthorized access. First of all the malicious user would have to use the same
IPv4 address as the authorized users node in order to match the security policy
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settings at the server side. Also, if the authorized user has already transmitted
data over the tunnel, anti-replay mechanisms will reject packets from the ma-
licious user. n the other hand, if the malicious first transmits data over the
tunnel, packets from the originally authorized user will be rejected.

4.2.3 Endpoint aut entication

From the administrators point of view, it is desirable to be able to authenticate
the remote user in some way prior to letting the user access the protected
resources on the network[22]. When a user submits a secure tunnel request, the
request has to be granted by an administrator. The administrator must verify
the identity of the requester by using some verification mechanisms. We will
not go into a discussion of possible verification mechanisms as this is beyond the
scope of this thesis. nce a secure tunnel request has been granted, the secure
tunnel will be available to the user until the end of the tunnels lifetime.

Unless some user interaction is needed to access to the protected network once
the secure tunnel has been granted, it is the device, not the user that has been
authenticated. ne can imagine the use of public key certificates that has to
be unlocked and supplied by the user in order for the user to be authenticated
and granted access to protected resources, thereby constituting user level au-
thentication. Currently, the lack of a public key infrastructure renders this
technique unusable. Even with the use of certificates, there is always the pos-
sibility that either the certificate access mechanism has been compromised, or
that the current user of the secure channel is not the user who initially provided
the certificate.

With manual key exchange it is clearly the device, not the user that is authenti-
cated. It is therefore of paramount importance that the security considerations
in Section 4.2.1 are met. iven that the client security requirements are con-
formed to, the configuration script should be safe from malicious users, since
they should have no access to the client node at all. The configuration scripts
containing the IPsec parameters should if possible not be stored in clear on the
client. Functionality could be added to the scripts which would encrypt the
data with a user supplied password. This password would be required to unlock
the contents of the script file, thus protecting the cryptographic keys.

4.2.4 Access control

Due to the nodes virtual presence on the IPv6 providers network (see Figure
4.2) the remote client can be afforded the same services as a node actually
present on the private network. Some network services commonly used today
(eg., FS, printer spooler, sendmail, rlogin, etc.) use the IP addresses and/or
D S lookups as means of access control, or they are protected by firewalls or
proxies [12, section 3.3].

We have to design the system such that it is possible to provide some means
of access control of the resources in the network based on the IPv6 address
and hostname, as specified in requirement 3 in the requirements chapter. This
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means that the tunnels must given permanent IPv6 addresses and hostnames
in D S as specified in requirement 2 in Section 3.1.2.

To satisfy the aforementioned access control requirements, the design must allow
the service to interact with an unlimited number of tunnel servers/security
gateways (TS/S W). Each TS/S W hands out IPv6 addresses from a network
with a specified prefix for which they are acting as routers.

If an IPv6 provider wishes to differentiate the access level of users in order
to provide both unsecured access to the IPv6 Internet to any given user, and
at the same time provide access to protected resources to authorized users,
the administrators may configure one tunnel server to carry non-authenticated
traffic, and one security gateway to carry the encrypted and authenticated traffic
(the tunnel server and security gateway may be the same host). The tunnel
server providing non-authenticated connections should be configured to assign
the tunnels IPv6 addresses in a range which will disallow access to private
services on the network. The security gateway will on the other hand assign
IPv6 addresses that are considered part of the Intranet/Trusted Computing
Base[30], which in turn allows the user s packets to traverse the firewall, thus
access to protected resources is made possible.

4.2. sec securit policies

A vital component of the IPsec security services are the security policies. The
security policies determines which IP traffic should be afforded protection, and in
what manner. In Section 4.1.2 we decided how to set up the security associations
for transport mode traffic where both the AH and ESP protocol were utilized
to provide authenticity and confidentiality.

The security policies are determined by the configuration templates, and can
therefore be controlled and modified by the system administrators. There are
some guidelines that should be followed to ensure that the policies protects the
traffic as required:

o All traffic going to and from the security gateway should be afforded IPsec
protection. By setting this requirement all packets must be authenticated
at the security gateway, thus ensuring that packets can not be injected
into the network by malicious users. This requires that:

e All protocols (TCP, UDP, ICMP) should be protected on all ports.

e The administrator may choose to provide either authentication or confi-
dentiality to the traffic, but the security implications by doing so must be
thoroughly investigated, to ensure that it does not pose any risks to the
network.

It is the responsibility of the system to generate the required cryptographic keys.
The system will create four keys, one for each of the security protocols in both
directions. The keys will be supplied together with other tunnel parameters to
the configuration script generation to produce the correct configuration scripts.
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4. unne u dates

When changes are made to tunnels maintained by the broker, either by creation,
modification or deletion, the tunnel broker has to interact with tunnel servers
and the D S in order for the changes to take effect. It is desirable that the
changes take effect immediately, but aspects of D S and IP tunneling, incon-
sistencies may arise as a result of certain changes in the environment. In the
next two sections we will look into what precautions we have to make in order
to minimize the problems associated with updates to the tunnels and changes
in the environment.

4.3.1

ne of the requirements of the service was to provide the user with permanent
IPv6 addresses, both for forward and reverse lookup. As we know from Section
2.2.2, each record has a lifetime associated with it. The service invokes updates
to the D S quite frequently, so we must decide on how this show effect the Time
To Live (TTL) we assign the resource records.

It is apparent that the aforementioned record types (forward and reverse) should
have the same TTL since they both describe parameters associated with the
same hostname. The TTL of resource records (RR) is specified in seconds, and
indicates how long a nameserver can cache a RR before the record is considered
stale. The TTL associated with each RR can be set to zero, indicating that the
data is extremely volatile and that nameservers should only return the record
to the clients, not cache them [29, section 3.2.1]. Setting the TTL to zero can
lead to heavy loads on the nameserver, since it has to be consulted for every
lookup and should therefore be avoided when not absolutely necessary.

In our scenario stale resource records will not have any serious effect, since they
map to and from static IPv6 addresses and unique hostnames. Because of these
two properties the TTL of RR does not have to be very low since the data they
describe are not volatile.

The only scenario which may cause an inconsistent name space, is when one
tunnel is deleted and its IPv6 address gets assigned to a new tunnel immediately
thereafter. In this case, a stale RR which is cached on some nameserver, will
point to the wrong node since another node has been assigned that IPv6 address.
What can happen is that traffic is sent to another node than was intended with
the consequences that may have. The problem is not really related to the D S,
but rather how the service assigns IPv6 addresses to the tunnels. The IPv6
addresses should not be reassigned before a specified period of time has elapsed.
If we set the TTL to be longer than the time it takes for one of the IPv6 addresses
to be reused, the problem is solved and inconsistencies will never occur.

The implementation of the address assignments should make sure that IPv6 ad-
dresses are not hastily reassigned, and that the TTL set when using the dynamic
D S update protocol must be longer than the time between the reassignment
of IPv6 addresses.
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4.3.2 unnel e pir

In environments where IPv4 addresses might be reassigned frequently, interest-
ing security aspects arise. Consider the following scenario A user is connected
to the IPv6 Internet through a tunnel maintained by the service. The IPv4
address of user s node has been assigned from a pool of IPv4 addresses used to
dynamically assign IPv4 addresses to hosts, commonly used in dial-up services
and DHCP. In this example we can assume that the user has connected to the
Internet over a dial-up link, which at some point is terminated while the tunnel
on the server persists.

The current state of the tunnel is not really disturbing, but if a reassignment
of the IPv4 address takes place, and another node is assigned the same IPv4
address as the recently disconnected host had, packets intended for the first host
could mistakably be forwarded to the newly connected host.

The tunnel broker draft suggests the use of a tunnel expiry mechanism re-
sponsible of terminating tunnels based on some usage criteria. The reference
implementation use ICMP echo request messages [4, section 3.2.2.6] to check
whether the tunnel endpoint is still alive. The requirement similar to the one
we established the preceding section will also apply here. The expiry mechanism
has to perform the alive check at an interval shorter than address reassign-
ments may occur, in order to guarantee that the tunnel is brought down before
another host has acquired the IPv4 address of the tunnel endpoint. therwise
the tunnel lifetime can be mistakenly prolonged, causing the tunnel to persist
on the server, which in turn can cause datagrams not intended for the current
owner of the IPv4 address, may be forwarded by the tunnel.

By the introduction of IPsec protection of the tunnels, we can relax the require-
ments for the tunnel expiry mechanism. If we replace the insecure tunnel in the
scenario above with a secure tunnel, the consequences mistakably forwarded
packets will be neglectable since the packets forwarded from the security gate-
way will be encrypted and impossible to read for the fake recipient.

Even with the use of IPsec a tunnel expiry mechanism is necessary keep the
number of active tunnels on the server as low as possible, thereby freeing precious
server resources.

4.4 ser Interactions

The Tunnel Broker model loosely defines user and tunnel management and in-
teractions, and leaves most of the details open for the implementers to decide.
We will define some additional management actions for both the user and ad-
ministrators in order to facilitate the configuration of the new services provided
by secure access not present in the Tunnel Broker model.

The design of the user interaction must satisfy requirement one in Chapter 3,
which states that regular users should be allowed to add, modify and delete
their own tunnels, while the administrator should be granted full control of all
tunnels, users and tunnel server/security gateway settings.
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4.4.1 tart page

The service has a start page from which registered users can log in (Section
4.4.3), and unregistered users can register (Section 4.4.2). The page should
provide the user with some general information about the service.

4.4.2 ser registration

a a  The user needs to be registered in order to access the
service.

The following information has to be supplied by the user:

First name

e Last name

Email address

e rganization
e User name

Password

A form will be presented to the user in which this information can be entered.
Some of the fields will be checked for consistency (eg., correctly entered e-mail
address adequate password strength) before they are accepted for submission.
Upon successful registration the information will be stored in the user database,
and the user is allowed to login with the username and password from the main

page.

4.4.3 ogin

a o Before access to the service is granted for registered users
the user will have to supply a username and password, which will
be used for user authentication.

The username and password entered by the user will be checked against the
database to see if there is a username/password match. If the username and
password are correct the user will be given access to the service, otherwise the
user is gently asked to re-enter the username and password. nce a user has
successfully logged in, the system will register when the login occurred to keep
track of how long a user has been logged on. After a predefend timeout the
session will expire and the user will have to login again.
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4.4.4 ser menu

e a  After successful login, the user (both regular users and
administrators) should be presented with a menu. From this
menu, the user will be able to choose from actions available de-
pending on the state of the currently configured tunnels.

The current state of the user s tunnels decides which actions are available to the
user. If the user has not previously requested any, the only action available to
the user should be to submit a tunnel request (Section 4.4.5). If, on the other
hand, tunnels are previously registered, a list of the tunnels with accompanying
information and actions associated with them depending on their state should
be displayed. The three possible tunnel states are:

e Awaiting authorization
e Inactive

o Active

In the first case, a tunnel request to a server requiring authorization has not
yet been granted or rejected by an administrator. The only action available to
the user is to delete the request. But he might prefer to wait for the outcome
of the request. The tunnels that fall into the last two categories have either
already been authorized, or automatically granted if the request was targeted
at a server not requiring authorization. The state indicates whether the tunnel
is currently active or not on the server side. With active we mean that the server
side of tunnels is configured and ready to tunnel traffic. The actions available
for inactive or active tunnels are:

e Activate

e Deactivate

Modify

Delete

Display tunnel information

The first two let the user toggle the state of the tunnel between active and inac-
tive. Why such actions are needed is described in Section 4.4.9. The meaning of
modify (Section 4.4.6) and delete (Section 4.4.7) should be clear and described
in more detail in the corresponding sections. Display tunnel information (Sec-
tion 4.4.8) will display all tunnel parameters, and will contain links to activation
and deactivation scripts.

The user menu should allow the user to submit new tunnel requests (Section
4.4.5) and if the user has administrator rights, the administrator menu (Section
4.4.10) should accessible via a the menu.
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4.4. e uest tunnel

a a Before a user can connect to the IPv6 Internet through
the service, the user must supply the needed tunnel parameters
in a tunnel request.

When a tunnel request is made, the service will display a form where the user
has to to supply parameters for the requested tunnel. Most of the parameters
associated with a tunnel will be set automatically by the service itself, but user
input is required for the following parameters:

e D S name
e Server

o IPv4 address

The D S name specifies the permanent name which will refer to the client node.
The name is registered in the domain specified by the selected server. The user
can select from a list of available servers. The server can either be a regular
tunnel server, or a tunnel server providing secure tunnels, the difference between
the two is described in Section 3.1.5). The IPv4 care-of-address is needed to
determine the tunnel point of attachment on client side which is needed by
the service to correctly configure the tunnel and eventual security associations
(Section 2.5.3).

4.4. Modif tunnel

a a  The user should be able to modify the care-of-address
in order to re ect changing points of attachment to the IPv4
Internet.

The tunnel modification lets the user change certain parameters of the tunnel,
most importantly the care-of-address of the client. This is convenient for users
that do not have static IPv4 addresses, eg. roaming users and dial-up users. In
the modification form the user can enter the new IPv4 address manually or let
the field be automatically set to the current IPv4 address of the client node.

4.4. elete tunnel

a a As part of providing complete control over the tunnels
to the user, the user must be allowed to delete a previously re-
quested tunnel.

A user might decide to delete a tunnel when it is no longer needed, or the
user might want to remove a pending tunnel request. The system should be
designed so that each user can have a limited number of tunnels registered
simultaneously. If this limit is exceeded, the user might decide to delete an old
(and maybe unused) tunnel.
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4.4. ispla tunnel information

a o Ideally the client node should be configured by the ser-
vice with as little user interaction as possible. But it is nearly im-
possible to guarantee successful configuration of all clients, even
though they may be supported by the service. Display tunnel
information will show all parameters associated with a tunnel to
the user.

If the automatic configuration of the client fails, the user should be given the
opportunity to manually configure the client correctly. To do this, the user will
need to acquire all parameters associated with the tunnel. The page containing
all configuration parameters should also contain hyperlinks to activation and
deactivation scripts.

4.4. unnel acti ation deacti ation

a a  The system or administrators may deactivate tunnels.
The user must be given the ability to reactivate a tunnel that
has been deactivated, and able to deactivate an active tunnel
when needed.

Each tunnel has two states, active or inactive. An inactive tunnel is merely
registered in the tunnel database, but the tunnel is not configured and ready to
tunnel traffic on the server side. A tunnel does not enter an active state unless
the user explicitly activates the tunnel via the user menu. The tunnel will stay
in the active state until it is deactivated by the user, or if the service decides to
deactivate the tunnel (or remove it) based in criteria described in Section 4.3.2.
When a tunnel is activated by the user, the service has to configure the server
hosting the tunnel and update the D S to include an entry for the tunnel. The
D S entry of the tunnel will only be present when the tunnel is active. The
service will also create a activation script for the user to run so that the node
is configured correctly according to the tunnel settings. When the tunnel is to
be deactivated, a similar, but reverse procedure is executed. The host name
entry is removed from D S followed by instructions to the server used remove
the tunnel. A deactivation script will be created for the user to run so that all
tunnel settings provided by the service can be reset on the user s node.

4.4.1 Administrator menu

a a  The service needs to provide an administrative interface
from which the administrators gains access to control the entire
system.

When a user logs on to the service the user validation check will determine
whether the user is a regular user or an administrator. In the latter case,
the administrator menu will be available. This menu gives the administrators
complete control of all parts of the system divided into three categories:
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e Users and Tunnels
e Tunnel servers

e Pending tunnel requests

In the first category the administrator can administer all users and their tunnels.
Modifications and deletions can be performed over both users and tunnels. The
administrator can grant or revoke administrator privileges to users.

By selecting the tunnel servers category, a tunnel servers configuration menu
will be displayed , from which existing tunnel servers may be deleted (Section
4.4.12), and new ones added (Section 4.4.11). Deleting a tunnel server may have
a serious impact on the users of the system if the server deleted is currently
hosting tunnels. For this reason, server deletion should only be performed when
it is absolutely necessary. If a server with active tunnels is deleted, the system
should notify all affected users by email or some other feedback methods where
the situation is explained. The system should upon deletion of a server bring
down all tunnels present on that server, and remove all security associations if
the server is a security gateway.

The last category will display a list of pending tunnel requests where the admin-
istrator can either grant or reject tunnel requests from users and is described in
Section 4.4.13.

4.4.11 Add tunnel ser er

a o The tunnel server/security gateway is a core component
of the system and one or more are required for the system to
be operational. The system allows for a given number of tunnel
servers/security gateways differentiate user access to the IPv6
providers network.

The service can configure two types of servers those which provide access to
the IPv6 Internet, and those which also provide access to private networks. The
former type is a generic tunnel server while the latter is a tunnel server with
IPsec abilities. The following information has to be registered for each server:

o IPv4 address
IPv6 address

IPv6 prefix and prefix length
e D S domain

e Maximum tunnel count

S version/IPv6 stack

Authentication ag

IPsec algorithms
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The first three determine the IP address configuration of the server. D S do-
main specifies under which domain the tunnel host names should be registered.
A limitation of the number of tunnels allowed on the server can be configured.
The number of tunnel interfaces on a server may be limited to a given number,
or there can be performance issues involved when IPsec is used. The S version
and IPv6 stack information is there to determine which templates to use for the
configuration script generation.

The last two are only need when the server is configured as a security gateway.
The authentication ag determines whether tunnel requests will be granted au-
tomatically, or if they need to be authorized by an administrator. Servers with
authorization required will also need to be supplied with IPsec algorithms set-
tings. Each server may have different requirements to the strength of the algo-
rithms used for traffic authentication and encryption and they should therefore
be configurable.

4.4.12 emo e tunnel ser er

a a The administrative interface should provide complete
control of the system and this includes the ability to remove
already registered tunnels servers/security gateways.

The rationale above states that this functionality is part of the complete control
of the system. The impacts of tunnel server deletion is described in more detail
in Section 4.4.10.

4.4.13 ending tunnel re uests

e o Users requesting access to a private network through a
security gateway will have to be granted the tunnel by a system
administrator. Administrators need to be notified about pending
secure tunnel requests.

The tunnel requests listed are tunnel requests targeted at a server where au-
thorization is required before the tunnel request is granted. Usually a server
requiring authorization of tunnel requests will have access to some private re-
sources on the network and should only be granted when the identity of the
requester is known. The administrator will have to verify the identity of the
requester using some sort of user authentication technique and the result of the
user verification should be reported back to the user.

4. Summary

Section 4.1.3 pointed out a conformance issue in the KAME stack which had
implications on the design of the service. We proposed a solution to the problem
of not being able to use native IPsec tunnels for secure communication which
will not affect the security. The system should utilize native IPsec tunnel mode
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Figure 4.2: The system model

when this is available on both the client and server, but we must design a fallback
option when such conformance issues arise on either side of the tunnel.

We have seen how conformance problems or incompatibilities may restrict our
options on how to perform client configuration. We chose a method of client
configuration which is more robust to these problems, namely script configura-
tion of the clients and servers. We decided to use manual key establishment due
to the fact that current automatic key establishment software is still not widely
available and mature enough. The decision of using scripts has some security
issues which were covered in Section 4.2.2. We also specified how the security
policies must be configured in order to ensure the right level of security to the
traffic. We summarized how to avoid inconsistencies when tunnel updates are
performed in Section 4.3 covering D S and tunneling aspects.

The design choices are summarized by the system model in the next section.

4. .1 stem model

The system model depicted in Figure 4.2 is similar to the Tunnel Broker model
depicted in Figure 2.3, but with further details re ecting the addition of secure
access and some of the design choices made during the course of the development
of the system.

The model depicts all the major components of the service and interactions
between them. The user node is located on some remote IPv4 network. In-
teractions with the web interface is carried over secure HTTPS to ensure that
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the configuration scripts containing all the parameters of the required security
associations are not revealed to malicious users, who can use this information
to gain unauthorized access to the private network.

When the tunnel is configured and activated the host appears to be present on
the TPv6 providers network. As a consequence, it is important that the network
administrators configure the tunnel servers and security gateways such that the
nodes are given the appropriate level of access on the network. This is done
by carefully assigning TPv6 addresses according to the configuration of firewall
serving as protection for resources which should not be accessible to outside
users. In the model the tunnel server and security gateways are depicted as
different entities, but they can in fact run on the same node. A node hosting
tunnels can either act as a tunnel server, a security gateway, or both, and even
multiple instances of each. In other words, one node can provide both secure
access to the IPv6 providers network, and insecure access. The node may also
host tunnels where the IPv6 endpoints may have different IPv6 prefixes, which
in turn can be utilized in assigning different users the right level of access to
protected resources present on the network.

Interactions with D S is accomplished using Dynamic D S update as described
in Section 2.2.3. The D S is depicted as one single entity, but it is possible that
the D S updates are aimed more than one D S server. This follows from
the fact that each tunnel server/security gateway can be configured to update
different domains in the name space, hence interactions with multiple D S
servers may occur.

Interactions with the tunnel servers or security gateways, will be performed by
remotely or locally executing shell scripts that perform the desired configuration
task. The fact that the node the service is running on (the tunnel broker node)
may also host tunnels, implies that we must allow for local as well as remote
configuration. If the server to be configured is remote, secure communication
should be used to ensure confidentiality. The modular approach to performing
configuration (Section 3.1.4) on both clients and tunnel servers allows the system
to use any technique to perform the updates (secure shell, S MP etc.) When
both the client and server have been configured, the IPv6 over IPv4 tunnel from
the client node to a tunnel server or security gateway will be established and
ready for traffic. Thus the client node is provided IPv6 connectivity from its
remote site.
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This chapter will cover the important aspects of the implementation. From
the requirement that the system should depend on utilizing preexisting tools
and mechanisms, and mainly just serve a purpose a a management system for
tunnels, implies that the implementation does not include a large amount of
code.

The main tasks in the development of the system are:

Provide an management interface for the users and administrators

Provide storage for all the data requirements

Create the scripts necessary to facilitate client configuration

Perform interactions with servers and the D S

The first point involves implementing a mechanism that dynamically generates
HTML pages from where the users and administrators can choose between the
tasks available to them. The implementation of the dynamic page generation is
straight forward, but we will describe brie y some aspects of the implementation
concerning the web interface in Section 5.2. The dynamic pages are created from
the data associated with entities in the system, hence point two. The contents
of the database is covered in Section 5.5.

In the design we described how a collection of templates can be used to create the
scripts used to facilitate client configuration and to perform server configuration.
We will take a look at how the templates are created in Section 5.4, and some
example templates which will be used in the system tests in Chapter 6. How
the interactions with D S are performed is described in Section 5.3.

Before the development can commence we have to decide on appropriate devel-
opment tools that encourage fast development with low coupling to the devel-
opment platform.
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A e e o ment too s

In the early stages of the development process it was important to choose the
right tools suitable for the realization of the service. Two points were important
when deciding which tools to use, namely portability and availability.

Portability of the code that makes up the service is important to ease support for
different platforms. The availability of the tools on different platforms is based
on the same motivation. Due to the evolutionary nature of the development of
the system it is also important to choose a development environment that allows
for fast development cycles, so that the system can be tested and validated
in incremental steps until a final version that satisfies the requirements has
emerged.

The service will interact with the users via a web interface which should report
the current state of the system. The system must also interact with a database
containing all data that has to be stored. PHP! is designed with exactly these
purposes in mind and satisfies the two main requirements of the development
tools. From the PHP manual:

PHP ersion 3.0 is an HTML-embedded scripting language. Much of
its syntax is borrowed from C, ava and Perl with a couple of unique
PHP-specific features thrown in. The goal of the language is to allow
web developers to write dynamically generated pages quickly.

PHP has built-in support for several database systems, including the free S L
database MyS L. MyS L is a lightweight S L database which is available
on many platforms. MyS L does not support foreign keys and consequently
constraints between entities in the database. The structure of the database we
will be managing is quite simple and the missing features in MyS L will only
affect the design and implementation in that more care has to be taken when
S L updates statements are created and executed on the database.

.2 ser interface

By choosing PHP3 as the language for dynamic page generation, the task of
developing the user interface was streamlined. The interface has been imple-
mented to support all user interactions specified in the design. As the generated
pages contain nothing exotic, just straight HTML with forms, we will not give
a detailed description of the user interface. The functionality of the interface
will be brie y shown in the demonstration Chapter.

. ynamic S u dates

The scripts to update the D S are separate from those which are used to config-
ure the clients and servers. In Chapter 2 we described the D S update protocol
which provides for fast and easy updates of the D S.

! More information can be found on the PHP eb pa es at http://www.php.net
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supdate is a program to update Internet domain name server supporting
dynamic dynamic update, for example the Berkeley Internet ame Domain?
(BI D) name server version 8 or higher. The program uses the resolver library
to pass messages to the appropriate D S server instructing deletion or additions
of resource records. For forward lookups we have to add resource records of type
AAAA | and in6.int for the reverse lookup.

The TTL of the resource records were extensively discussed in Section 4.3. The
implementation of the IPv6 address assignment ensures that IPv6 addresses
are not reassigned unless they have been unused for at least 5000 seconds. By
setting the TTL to value lower than this, say 3600 (1 hour), we will avoid the
inconsistency problems.

The D S updates are executed by a perl script which produces a series of com-
mands the nsupdate program should perform. The script takes three arguments.
The first specifies whether records should be added or deleted. The next two are
the hostname and IPv6 address to be added or deleted. The commands issued
to nsupdate are best illustrated with an example where the host abba in the
domain maccaroni.pasta.cs.uit.no with IPv6 address 3ffe:2a00:100:3100::6, are
added and deleted.

To add the two records the following commands are created for nsupdate to
execute:

Before each of the RRs are added, we must check that they do not already exist
in the D S. That check is built in the dynamic D S update protocol, where
prerequisites determine which conditions must apply before the updates are
performed. For the addition of RRs, the prerequisites are that they should not
already exist, which is specified by the nxdomain arguments. The additions
specified by the update add commands will be added only if the prerequisites
are satisfied.

It is very important that we only add RRs if they do not already exist. If
multiple RRs with the same name was added by mistake, we would have to
delete an equal number of RR for the host entry to be removed from the D S.
By setting up the prerequisites we avoid the problem and deletion of RRs are
easily executed as follows:

2BI www.i .org/pro t / /) is used on most name servin machines on the
Internet.

47



.4. CONFIGURATION SCRIPTS CHAPTER . IMP EMENTATION

The set of commands are equal to those used for RR addition only now the
prerequisites are that the records must exist on beforehand, and if they do they
are deleted.

The D S updates as described above are issued by the tunnel broker every time
a tunnel is either activated or deactivated.

4 on uration scri ts

The templates are script files with special tags in them, which can be replaced
with any value by the system. Both the server and client configuration is based
on the use of these templates. The templates are organized in a directory
hierarchy, where the placement and name of the template determines what
actions the templates perform.

4.1 emplate organi ation

In our implementation there are four different template types Activation and
activation for tunnels afforded IPsec security, and activation and deactivation
for generic tunnels. The type of the templates are determined by their name.
Scripts involving IPsec settings are prefixed with s . The rest of the template
filenames determine whether the templates performs activation or deactivation,
and is set to act.tmpl and deact.tmpl respectively.

The directory hierarchy specifies if the templates are to configure the server or
the client, and on what platform. Since a tunnel server may run on the same
node as the tunnel broker itself the server templates are further subdivided into
remote and local scripts.

.4.2  cript generation

The templates can select from a set of available tags which will be replaced
with the correct parameters by the service when scripts are generated. The set
of tags contains all parameters relevant to both server and client configuration,
the different tags are listed in Table 5.1. The set is intended to provide all
parameters needed to perform both server and client configuration. Due to
the fact that the tags represent all the parameters associated with each tunnel,
templates can be customized to use whatever mode of communication other
than the one we constructed in Section 4.1.2, as long as they only use one
algorithm for AH and ESP, and provided the configuration only include four SAs
and cryptographic keys. This is a constraint we have set on the system, but it
should provide enough exibility to provide the desired level of security for most
modes of communication. The system will upon creation of the scripts, replace
all occurrences of the tags in the template file with the associated parameters
derived from tunnel and server settings.

The result is the final script file which can be used for two purposes:
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| Tag name | Description
(:TMPDIR:) ame of directory where temporary files can be stored
(:CLIE T 4) IPv4 address of the client
(:CLIE T 6:) IPv6 address of the client
(:SER ER 4:) IPv4 address of the server
(:SER ER 6:) IPv6 address of the server
(:PREFI :) Prefix of the server
(:PREFI LE ) Prefix length of the server
(E C) ame of the encryption algorithm
(:AUTH:) ame of the authentication algorithm
(:E C KE ) Encryption key
(AUTH KE ) Authentication key
(:SPI SC:) Security policy index used to identify server to client SAs
(:SPI CS:) Security policy index used to identify client to server SAs
(:SPI SC 2:) Additional SPT for server to client SAs
(:SPI CS 2:) Additional SPT for client to server SAs

Table 5.1: Tags available to templates

e Client configuration

e Server configuration

The client configuration scripts will sent to the user via the web interface using
standard HTTPS, whereas the server configuration scripts will be run on the
tunnel broker node, and may involve configuration of remote tunnel server or
security gateways.

The tunnel broker reference implementation|[10], uses scripts where the param-
eters are supplied as arguments to the server scripts rather than the template
approach described here. We have chosen a bit different approach where both
the server and client scripts are created from templates. There is no difference
between the two other than that our approach makes it a bit easier to keep
track of all the parameters.

4.3 emplate e amples

As part of developing and testing the system, templates for etBSD/KAME
has been created. nly the secure tunnel configuration scripts are interesting
since they include both tunnel and IPsec configuration. Also, the steps taken
in the configuration of the server are similar to those on the client, so only the
server scripts will be examined.
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This template shows the steps performed for secure tunnel creation on a local
server. Initially the script examines the tunnel interfaces on the server to find
the first one available, by looking at the status of the tunnel interface. After a
tunnel interface has been found, it is configured by setting the IPv4 and IPv6
endpoints of the tunnel. The next step is IPsec configuration. In KAME access
to the SPD and SAD is provided by the setkey program. Four entries are added
to the SPD. They describe what traffic should be afforded IPsec protection, in
this case IPsec protection is for inbound and outbound traffic for all
protocols (TCP, UDP, ICMP etc.). The SAD is updated to include the four
SAs needed by the SPD for IPsec processing. The parameters of each of the
SAs are set by template parameters.

After this script has been executed on the server, one tunnel interface will
be configured with the correct tunnel endpoints, and the SPD set to afford
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protection for all packets going to and from the client. In effect, IPsec protects
all traffic on the virtual link from the client to the IPv6 network.
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The server deactivation template does not differ much from the activation script.
First the script will search for the right tunnel interface, then it is deactivated
by deleting the tunnel endpoints and marking the interface as down . When an
interface is down the system will not attempt to transmit messages through the
interface. After the tunnel interface is brought down the SPD and SAD entries
must be removed. As in the activation template, commands are issued to the
setkey program instructing it to delete entries in the SPD and SAD associated
with the tunnel.

After this script is executed on the server, all the changes caused by the ac-
tivation of the tunnel will be reset so that the server is back to its original
state.

. ata ase

The database maintained by the tunnel broker (Figure 4.2) will be used to hold
permanent information used by the service. The Tunnel Broker model suggests
three different databases one for the users, one for active tunnels and one for
the tunnel servers. As a result of the modifications and extensions to the model
we will expand the suggested database in order to facilitate storage of the new
parameters. The next few sections describe the contents of each of the entities
in the database with accompanying schema diagrams describing the field names
and their type.

.1 ser

In Section 4.4.2 we defined the parameters the user had to provide upon regis-
tration. All these parameters and additional parameters used internally by the
system will be stored in a user table shown below:

| Field name | Type |
Username varchar(30)
Firstname varchar(40)
Lastname varchar(50)
(
(

Company varchar(60)

Email varchar(80)
Password varchar(30)
Tunnelcount | mediumint(4)
Id int(11)
The first six fields are controlled by the user while the last two, u U
and  is used by the system to limit the number of tunnels and as primary key
respectively. The a field should not be stored in clear and is therefore

encrypted by built in encryption functions in MyS L.
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.2 er er

The server table stores all parameters associated with the tunnel servers and
security gateways present in the system.

| Field name | Type |
Description varchar(255)
Server ipv4 addr varchar(15)
Server g ipv6 addr | varchar(46)
Prefix varchar(50)
Domain varchar(255)
s type int(11)
Maxtunnels int(11)
Auth required tinyint(1)
remote tinyint(1)
Ah int(11)
Esp int(11)
Current ipv6 addr | varchar(46)
id int(11)

In the schema above all the fields except the last two are controllable by adminis-
trators. See Section 4.4.11 for a more thorough description of these parameters.
The u a contains the highest IPv6 address currently assigned
to any tunnel on the server and is used when IPv6 addresses are assigned to
tunnels. The remote ag determines whether the server is a remote or local in
respect to the tunnel broker node, this ag will inspected when server config-
uration is performed. The server table contains a the foreign keys a
a referencing the tables and a respectively.

.3 unnel

The tunnel table describes the tunnels and their current state. Each tunnel has
an owner field which identifies the user who owns the tunnel. As is the case with
the previous two tables, the tunnel table has some parameters that are internal
to the system, while others can be modified by the user.
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Filed name Type |
wner int(11)
Dns name varchar(63)
User ipv4 address | varchar(15)
User ipv6 address | varchar(46)
s type int(11)
Creation date date
Modified date
Expiration date date
Server int(11)
Sctive tinyint(4)
Authenticated tinyint(4)
Always on tinyint(1)
Sp int(11)
id int(11)
a L, u a L, u a and are set by the user

during tunnel requests or tunnel modifications (Sections 4.4.5 and 4.4.6 ) while
the other fields are maintained by the tunnel broker. The a a

a and a a are used to control the lifetime of the tunnel. These
fields can be utilized to facilitate some sort of lifetime management to security
associations where renewal of the security associations can be added. Due to
manual exchange of the security associations, this will have to involve some user
interaction in order to re-establish the security associations.

The field is a foreign key to the server that is hosting the tunnel. Both
parameters from the and the individual tunnels, in conjunction with
security parameters referenced by the field (Section 5.5.5), are used to create
the configuration files from the templates.

A tunnel can not exist without a server and an owner so the referential integrity
has to be given attention when updates to the database are performed. As
pointed out in Section 5.1 these constraints has to be handled by using appro-
priate S L statements so that consistency is enforced on the data.

.4 Cr pto alg

As specified in the requirements in Section 4.4.11 the cryptographic algorithms
used can be specified individually per server. IPsec is algorithm independent
and the algorithms available is dependent on IPsec implementations and export
restrictions. The crypto alg table contains available cryptographic algorithms
and associated properties which are shown in the schema below:

| Field name | Type |
ame varchar(50)
Description | varchar(255)
Type set(A,E)
Keylength int(11)
id int(11)
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The name and description fields names the algorithm the description could
contain a more detailed description of the algorithm. The type field determines
whether the algorithm an authentication or encryption algorithm. The key
length field specifies the number if bits in the key of the algorithm, and is
supplied to the key generation procedure when unique keys are generated upon
establishment of security associations.

p

In the discussion of modes of transport in Section 4.1.2 we decided to use AH
for authentication and ESP only for encryption. For each node connected to the
broker service we will need a total of four security associations. The parameters
related to the security associations are stored in the  (security parameters)
table:

| Field name | Type |
EspkeySC Text
EspkeyCS Text
AhkeySC Text
AhkeyCS Text

int(11)
and and contain the ESP encryption key used in the se-
curity association directed from the server to the client and back respectively.
Similarly, and are used to store authentication keys for the

AH protocol.

Rows in the  table are referenced by foreign keys in the wu (Section 5.5.3)
table and are automatically removed when the referrer tunnel is deleted.

ree ip addr

This table is in used when addresses are assigned to the tunnels. The table
contains a list of previously used IPv6 addresses that has been freed after the
removal of a tunnel.

| Field name |  Type |
Ipv6 addr | varchar(46)
server int(11)
time timestamp

The last field, the timestamp is used to ensure that IPv6 addresses are not
prematurely reassigned which could cause inconsistencies in the D S (Section
4.3).
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Admin

The admin table simply contains a list of users with administrator privileges.
The table is modified according to the specifications given in Section 3.1.1.

A row in the admin must have a corresponding row in the user table and rows
in the admin table must be deleted when users are removed.

. Summary

We started out this chapter be deciding on what development tools to use with
two things in mind portability and availability. PHP3 and MyS L was chosen
to be used for the core of the system. The implementation of the D S updates
was described, and how the template system is implemented as to provide both
client and server configuration. We looked at two of the templates used for
activating and deactivating the server side of a secure tunnel. The storage
requirements and structure of the database was covered in the last section.
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The objective of this chapter is to give a demonstration of the how system
described in the preceding chapters works. Due to the large number of possible
user and administrator interactions available, we will only look at the most
relevant, specifically the creation and client configuration of a secure tunnel.

1 n ironment

The demonstration of the system require that we set up nodes according to the
system model depicted in Figure 4.2. For the purpose of the demonstration
the location of the client and security gateway is irrelevant. In our demo en-
vironment the security gateway and client are on the same local area network
with local 10.x.x.x addresses. For the demonstration we have to setup the tun-
nel broker, security gateway and D S. All three will be running on the same
node, from now on just referred to as the server. Both the server and client are
running etBSD 1.4 with IPsec processing enabled in the kernel.

.2 on uration

Prior to the demonstration we have to configure the server to be a security
gateway and D S server. The configuration steps follows below. The client
needs no additional configuration other than being assigned an IPv4 address
reachable from the server.

First we configure the server node to be security gateway. A security gateway is
an IPsec enabled router, since IPsec support is already there all we have to do is
configure the server to be a router. We have been assigned 64-bit test network
with prefix 3ffe:2a00:100:3100 for which the server shall route traffic. Routing
is activated by executing:
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The -A argument specifies the prefix and prefix length of the aggregated route
the router announces, the last parameter le0 specifies on which interface the
routing advertisements are sent. The server is now ready to route traffic for the
3ffe:2a00:100:3100:: /64 network. For the purpose of this limited demonstration
we will not cover router advertisements or other routing aspects.

Both the server and client need to have generic tunnel support enabled. The
number of tunnels a server can host depends on the number of tunnel devices.
The number of tunnel devices can be found by running:

From this we can se that the server can host at most 20 tunnels, more than
adequate for our demonstration. This concludes the routing and tunnel config-
uration of the server.

amed version 8.2.2 is our D S server software running on the server node.
The name server is configured to be the start of authority for the domain used
in the demonstration, maccaroni.pasta.cs.uit.no , and is configured to accept
updates from the tunnel broker, which is the local host since the D S server
running on the same node as the tunnel broker service.

. emonstration
In this demonstration we will go through the following steps

1. Registration of the demonstration security gateway
2. How secure tunnel requests are submitted

Authorization of the tunnel request

-~

Client configuration

5. Check that the tunnel is correctly configured and working
As already noted, going through all the available user interactions with the
tunnel broker service would be too comprehensive, the steps listed above are

meant to give a general idea of the most important steps in context of this
thesis, namely those involving the client configuration of the secure tunnel.
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Figure 6.1: Security gateway registration
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Figure 6.2: Registered servers list

Figure 6.3: Tunnel request

.3.1 er er registration

Figure 6.1 shows the server registration form. This form is only available to
system administrators, and is used to add new servers to the system. We register
our demonstration server by filling out fields in the form to match the settings
of the demonstration environment. The Authentication required checkbox has
been checked in order to instruct the system not to automatically grant tunnel
requests. The encryption algorithms are set to des-cbs and hmac-md5 for
ESP and AH respectively. ext, the server is submitted for registration and we
are presented a list of currently registered servers (Figure 6.2). We can see the
newly added server in the list together with another server configured to provide
users with generic tunnels which do not require the requests to be authorized
by an administrator.

3.2 unnel re uest

ow that the server has been added to the system, we will show how secure
tunnels are requested by the users, and authorized by an administrator.

Figure 6.3 shows the tunnel request form as presented to the user when the user
has chosen to submit a tunnel request from the user menu seen in Figure 6.5.
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Figure 6.4: Tunnel information

The user IPv4 address field is automatically set by the tunnel broker to re-
ect the nodes current IPv4 address, in this demonstration correctly set to
10.0.0.133 . We name the node demonb as an abbreviation for demo note-

book . etBSD is set as the perating system, and the server we just added

is chosen as the server. The name of the server is appended with Authoriza-
tion required meaning that the tunnel request will have to be granted by an
administrator before we are allowed to use it.

Immediately after the request has been submitted, we are presented with all
information associated with the tunnel, shown in Figure 6.4. These parameters
can be used to configure the tunnel manually if needed. We verify that the
parameters are correct and go back to the user menu.

3.3 unnel aut ori ation

The user menu as seen in Figure 6.5, shows a table of all tunnels our user has
requested. ur recently submitted tunnel request has not been authorized yet,
which can be seen from the status field. o operations are available on tunnels
that has not been authorized, only information regarding the tunnel can be
acquired.

Tunnel requests targeted at servers requiring authorization, must be are au-
thorized by administrators before they can be used. The tunnel requests are

61



. DEMONSTRATION CHAPTER . DEMONSTRATION




CHAPTER . DEMONSTRATION . . DEMONSTRATION

The script has to be stored and executed on the client node by root. The script
will report an error if something unexpected happens.

3. Configuration test

After the script has been successfully executed, one of the tunnel interfaces
should be configured to tunnel IPv6 traffic to the server. We can check this by

typing:

Tunnel interface gifQ , the first available tunnel interface found by the script,
has been configured with the correct tunnel endpoints and is marked as up
and ready to tunnel traffic.

Finally, we inspect the IPsec settings to see if they are correct:
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The first setkey command dumps all security policy settings. There are two
policies active on the client, covering traffic to and from the server as expected.
Each of the policies refer to SA bundles containing to SAs, one for ESP and one
for AH. The policies are set to require matching SAs for the traffic to exit the
host. All security policy database contents are listed by the next setkey com-
mand. All four SAs required by the two security policies are present indicating
a successful IPsec setup.

ow that we have assured ourself that the settings are correct we can test the
IPv6 tunnel with a simple ping test towards another IPv6 node:
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Connectivity over the IPsec protected tunnel is verified, and we can conclude
that the client configuration is successful. For deactivation of the tunnel the
user simply has to run the deactivation script. This will not bring down the
tunnel on the server side, but could eventually the tunnel will be removed on
the server side by an expiry mechanism as described in Section 4.3.

.4  Summary

In this demonstration we went through the steps of using the service to set up a
secure tunnel. Tests were made to ensure that the settings were correct. Finally,
data was transmitted over the tunnel to see that it was working as it should.
Tunnel and IPsec configuration was performed with little user interaction. The
steps we went through to verify correct configuration will of course not have to
be performed by the user.
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Referring to Section 4.1.2, where the mode of communication is established, it
is apparent that there will be some overhead introduced by IP tunneling and
IPsec. Both add extra data to the datagrams in the form of extra headers and
cryptographic data. In addition, IPsec will significantly increase the amount of
processing involved for each datagram sent through the tunnel. In this Chapter
we will quantify the performance penalty introduced by IP tunneling and IPsec.
This is not intended to be an extensive test of the various aspects of IPsec and
IP tunneling performance, but rather give an impression of how they can affect
performance in a given scenario.

When a user activates a tunnel via the web interface, the server is configured and
ready to accept traffic nearly instantaneously. The time it takes to configure
the tunnel interface and setting up security policies and security associations
on the server is negligible. The configuration of the client is also swift, and
does not involve any communication with the server. Hence, there is no need
for evaluating the time it takes to establish a connection between the server
and the client, only the performance of tunnels that are already configured is
measurable, and interesting from users and administrators point of view.

.1 oosin measurements

As an initial step of the performance analysis we must decide on what areas we
wish to measure. As aforementioned, IPsec and IP tunneling increase the size
of the datagrams and the number of CPU cycles spent in the act of processing
the datagrams. This will in uence the following three aspects of performance:

1. Throughput
2. Latency

3. CPU usage
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The first point can be evaluated by response/request tests, while the second
point is evaluated by testing how fast data is transmitted between the client
to the server. Ideally the CPU usage should be measured during both tests.
We will restrict this benchmark to only concentrate on measuring the most
important performance aspect for most users, namely the throughput.

As the goal if the performance tests is evaluate the effects of introducing IP
tunneling and IPsec, a set of tests will be performed on three different configu-
rations. First the throughput of the IPv4 link is evaluated as a point of reference
for the other two tests. Then traffic through a IPv6 over IPv4 tunnel measured.
The last benchmark adds IPsec protection to the IPv6 over IPv4 tunnel.

.2 a in measurements
ur benchmark setup includes the following hardware:

e An IBM TP560z with a 233MHz PII, 96MB ram, ircom cardbus 10/100Mb
network interface card used as the client.

e The server, a HP Kayak U with a 300MHz PII, 256 MB ram and AMD
7990 10/100Mb network interface card.

e An 100Mb HP advanceStack 800T switch directly connecting the server
and the client at 100Mb/s.

The hardware listed above is an example of a typical configuration. We can
imagine this setup being used in a scenario where a roaming user with a laptop
uses the system to establish a tunnel to a tunnel server on an IPv6 providers
network, or to a security gateway on a private network. Both the client and the
server run  etBSD 1.4 with all non-essential services switched off to minimize
noise in the measurements.

ur intention was to use a widely used IPv4/IPv6 benchmark program called
netperf[21] which can be used to measure various aspects of network perfor-
mance. It s primary focus is on bulk data transfer, request/response and CPU
utilization, coinciding nicely with the performance characteristics we want to
measure. For some unknown reason, netperf did not utilize the bandwidth of
neither 10 or 100Mb links in our setup, only about 30-60 of the bandwidth
was utilized and the benchmark would therefore produce unrealistic results.

Instead, FTP transfers will be used to measure the throughput of the different
settings. A large file, approximately 660MB, will be transfered from the server
to the client, where the data is sent to the null device to avoid anomalies in the
measurement due to disk accesses on the notebook. The server is equipped with
two Ultra wide SCSI IT Seagate Barracuda disks which will have no problems
feeding the FTP server with enough data to saturate the link. This was verified
by file copies, and local FTP transfers, which yielded a throughput much higher
than the theoretical bandwith of the link. ne of the benefits of using an appli-
cation such as FTP to benchmark throughput, is that it will give performance
measurements comparable to those expected to be seen by users of the system,
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rather than a results from a synthetic benchmark. The fact that file transfers
constitute a large part of regular IP traffic augments this argument. The down-
side is that it does not measure aspects such as realtime traffic and other traffic
patterns differing from file transfers.

ur first benchmark will be used to determine a reference value for the next
two benchmarks, based on the throughput of the IPv4 link. For the second
benchmark, we will use the service to set up a generic IPv6 over IPv4 tunnel
and measure the throughput of that tunnel.

The last part of the benchmark will be performed over an IPsec protected tun-
nel. As in the demonstration in Chapter 6, hmac-md5 will be used as the AH
authentication algorithm, and des-cbc as the ESP encryption/decryption algo-
rithm.

For all three tests we will base our throughput measurement on the on the
average time spent on transferring the 660MB file. The benchmark will base
the calculation on seven transfers, adding up to a total of 4.21 B data for each
of the benchmarks. Using a 100Mb link for the benchmark will signify the CPU
requirements for IPsec protected traffic.

ected resu ts

Running the benchmark over the IPv4 link should yield the best result. Bench-
marking the link with no additional overhead from neither tunneling nor IPsec
should give us the maximum throughput of the link.

Adding IPv6 over IPv4 tunneling will result in a minor increase the packet sizes
as a result of adding an extra IPv4 header each datagram. The 32 bytes added
should have small effect on the performance, but extra time will be spent on
extra header processing which will affect the throughput somewhat.

Finally, after adding IPsec to the tunnel, we should observe a substantial de-
crease in performance. The datagram will in addition to the extra IPv4 header
be expanded by AH and ESP headers, in addition to authentication data. Pro-
cessing of the IPsec protocols is performed on a per packet basis, where each
packet is first authenticated by AH and encrypted/decrypted by ESP. This cryp-
tographic processing is very CPU intensive. It is apparent that the client node,
being is the least equiped node in terms of processing power, will be the bottle-

neck in the IPsec tests and will indicate the importance of processing power in
IPsec afforded traffic.

4 esu t ana ysis

The results of the FTP benchmark are presented in Table 7.1. As expected the
IPv6 over IPv4 tunnel throughput is lower than that of the plain IPv4 traffic.
A reduction of 21.4 in throughput is higher than expected, and must be due
to the extra processing in the IP stack caused by IP tunneling.
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| Link | Throughput (MB/s) | Relative ]
IPv4 7.63 100
IPv6 over IPv4 6.01 78.6
IPsec IPv6 over IPv4 1.26 16

Table 7.1: Measured throughput of plain IPv4, IPv6 over IPv4 tunnel and IPsec
protected IPv6 over IPv4 tunnel.

The addition of IPsec protection to the IPv6 over IPv4 tunnel has a massive
effect on the throughput. As we anticipated, the client is the bottleneck. The
dramatic drop in throughput can not explained by the extra headers and data
added to the datagrams alone, but is a result of the extra time spent perform-
ing the authentication and encryption/decryption. We can see that the Intel
Pentium IT running at 233MHz is not able to deliver more than 1.26MB/s on
a 100Mb link proving that it is the CPU and not the link that is the limiting
factor. Choosing less CPU intensive algorithms would improve the through-
put, for example by replacing the MD5 authentication algorithm with the faster
blowfish.

The benchmark shows that a low-end PII 233MHz processor only has to process-
ing power to saturate approximately a 10Mb link. n higher bandwidth links
the performance will be limited by slow CPUs, as can be seen from the result of
this benchmark. Even a top range processor would have problems keeping up
with IPsec traffic on a 100Mb link. n low bandwith links, both the effect of
tunneling and IPsec protection will be less dramatic since it is the link and not
the hosts that is the limiting factor. Most users will probably not notice any
difference neither in CPU usage nor decreased bandwith if the link speed is low
relative to the speed of the CPU.

In scenarios where high bandwith is required over secure tunnels, the demands
for computing power are enormous. In these cases Bump In The Wire (BITW)
can come in handy. BITW uses special purpose hardware for IPsec processing,
thus alleviating the CPU from the cryptographic processing. BITW is made
possible by the fact that IPsec is operating at individual IP datagrams, with no
connection to the upper layer protocols. BITW hardware is capable of operating
at full speed on high bandwith links. Equipping security gateways, and perhaps
even the clients with BITW hardware may be necessary when the bandwidth
demands are high.

It is likely that native IPsec tunneling would improve the results somewhat since
IP tunneling would be processed internally by IPsec instead of having to go the
extra step of being processed by a tunnel device.

. Summary

In this performance evaluation we have seen how processing power plays an
important role on high speed links. When tunneling was added to the traffic we
saw a drop in performance that that could not alone be caused by the added
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IP header data, indicating that the CPU was limiting the throughput. Adding
IPsec made it even more clear how throughput on a high bandwith link is
affected by the processing power of the nodes. With IPsec configured to provide
both authentication and confidentiality to the traffic, throughput was down to
only 16 compared to the plain IPv4 reference throughput.

With lower bandwidth links where the CPUs are not the limiting factor, the
drop in throughput will be much lower and will mostly be affected by the extra
headers and authentication data added to the IP packets. For high bandwith
secure IPsec traffic either more powerful CPUs are needed or BITW hardware
must be used to alleviate the CPU from IPsec processing.
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n sln

This Chapter sums up how well our system complies to our original require-
ments. We will summarize our achievements and suggest future work.

1 e uirements com iance

In this section we will look at how well our final design and implementation
meets the six requirements set in Chapter 3. Each of the requirements will be
reviewed in context of our final design and implementation to see how well our
system adhere to our original requirements.

a u u

either users nor administrators will have to perform direct tunnel configura-
tion. All configuration aspects on both the server and client side are handled
by the service. The system does not implement a tunnel expiry mechanism but
this can easily be added to the service as a separate daemon doing tunnel usage
monitoring as we described in Section 4.3.

a

This requirement, which is vital in the Tunnel Broker model, is conformed to
by letting each tunnel keep its IPv6 address and hostname throughout the lifte-
time of the tunnel and is simply a matter of address assignments. Hostnames
are registered in D S through the use of the dynamic D S update protocol as
described in Section 5.3.

u a u Q
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In the design of the client configuration we evaluated techniques that would help
in minimizing the client configuration. We found some these techniques not
suitable due to the conformance issues we encountered and because of the lack
of mature IKE implementations. As in the reference implementation we used a
extendible system of templates used to generate configuration scripts for both
client and server configuration. Compared to the reference implementation, our
service require no more, or no less user interaction in the process of configuring
the client since the additional IPsec configuration is embedded in the existing
tunnel configuration.

It is apparent that using automated configuration of the clients by leveraging
DHCP to perform IPsec tunnel mode configuration[31] would be a superior
alternative, we will return to this the discussion of future work in Section 8.3.

As a conclusion on how well we comply to requirement 3 it is evident that there
are other means of configuration but as with the DHCP configuration of IPsec
tunnel mode, these are still in draft stage and may turn not to be an Internet
standard. The solution we ended up with, albeit elementary, does they job of
alleviating the user and administrators from the chore of setting up tunnels and
IPsec manually.

u a

This requirement and the preceding one are correlated in that they restrict each
other. The system has been designed with requirement 4 in mind as to not use
platform specific functionality in the realization of the service. We have only
tested the system on one platform, but the extendible template system enables
the system to support more client and server platforms by adding new configu-
ration templates.

Q Q 43 u (/]

Security in terms of confidentiality and authentication is provided by the strong
cryptographic mechanisms built into IPsec. Malicious users can not even inject
packets on the protected connection by spoofing IP addresses since the packets
will not be accepted at the protected networks security gateway at the end of
the tunnel due to protection mechanisms in IPsec.

The differentiation in access are in the hands of the network administrators.
Firewalls and other services using IP addresses and hostnames as means of access
control must be configured to not allow users of insecure tunnels to access the
protected resources. Care must be taken when the tunnel servers used by the
system are configured in order to ensure that they hand out IPv6 addresses in
the right range depending on the level of access the users of the server should
obtain.

ur system allows for one node to act both as a security gateway and as a regular
tunnel server, and multiple instances of each. Every server added to the system
has a specified network prefix for the range of addresses the server maintains.
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From this it follows that a single server node can be configured to administer
more than one prefix. This can be used to differentiate the level of access to
the users by letting security gateways hand out IPv6 addresses and hostnames
that will be able to traverse the firewall, whereas addresses maintained by reg-
ular tunnel servers should be filtered out. This way the access levels of users is
differentiated depending on the TPv6 addresses they are assigned.

au u u a a
u

Whereas the preceding requirement covered our design on the server side con-
figuration, we will now look at how we have handled the client side security
issues.

Since we use automatic key establishment it is the device not the user that is
authenticated. Using sophisticated techniques such as using IKE in combination
with keys stored on a smartcard which has to be unlocked by the user by some
challenge/response mechanism would provide user level authentication|22].

Knowing that we only provide device level authentication, the best thing to do
is to ensure that only the authorized user has access to the device. Malicious
users must not be given access to the device in any way, thus preventing the user
from gaining access to protected resources. Again, this is also nearly impossible
to achieve since a device might be stolen or physically gained access to in some
other way. This is a problem inherent in the nature of computer security, and
can not be completely solved. Therefore we did not address this problem any
further.

The client should ideally not run any non-essential network services which can
be exploited by malicious users. Enforcing this can not be done automatically
and we have to trust the users that their nodes are not open for exploitation.

ummar

As we have seen in the evaluation above, all of the requirements but the last has
been fully met. The requirement concerning authorized users access to protected
resources was not completely realized due to our decision to use manual key
establishment. The use of manual key establishment results in device level, not
user level authentication, meaning that we will have to trust the users device.

.2 c 1le ements

We have looked at how the Tunnel Broker model can be extended to include sup-
port for virtual private networks. We surveyed how the protection mechanisms
of IPsec could be utilized in order to achieve the required level of protection. Re-
quirements for keeping the D S consistent with the current state of the tunnels
was also investigated.
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During the course the development of the system we encountered some con-
formance problems which restricted or design decisions. Due to the fact that
IPsec tunnel mode could not be used, we had to combine IPsec with generic IP
tunneling. We designed a mode of transport as a workaround for the problem
where the level of security was equal to that of native IPsec tunnels.

The specific conformance issue we encountered also prohibited us from using
IPsec to its full potential with regard to how the client configuration is carried

out, and this was one of the reasons for choosing manual key exchange over
IKE.

We were able to embed the key management with the existing management of
the tunnels, thus gracefully extending the original model to include support for
secure tunnels. Client configuration was equally extended to also carry IPsec
specific settings, in addition to the tunnel configuration parameters. Although
the environment we were working under was not fully compliant with IPsec, the
choice of using configuration scripts templates on both server and client allows
the system to support native IPsec tunneling where available.

A key element in the success of the tunnel broker is that must be easy to use and
install. The extensions to the Tunnel Broker model worked out throughout this
thesis has not made the client configuration easier compared to the reference
implementation, but has kept the configuration requirements at the same level
while adding support for protected network access.

The IPsec extended version of the tunnel broker allows for a wide range of
clients to connect to protected networks using standard IPsec and IP tunneling
mechanisms, and with a low level of user intervention.

IPv6 and IPsec is an area under constant development with new technologies
and techniques are emerging and changing frequently. The service we have
developed, only use existing standards and is therefore applicable today, and
can be used both in the early stages of the IPv6 transition and as long as there
is a need for IPv6 connectivity over an IPv4 infrastructure.

. uture or

As aforementioned, the key for the success of the tunnel broker is ease of use.
Referring to Section 4.1.3, we saw that our design choices on the client config-
uration was limited and we chose the safest path using scripts as means of
performing the configuration.

nly single host connection scenarious has been coverd in this thesis, but it
requires little work to add support for connecting routers instead of hosts which
would be a usefull addition to the system.

When the conformance issues has been resolved and automatic key establish-
ment has matured, new possibilities will be available to us which can provide
for even easier an better configuration of both client and server. The Dynamic
Host Configuration Protocol provides for remote configuration of clients and can
be leveraged to include configuration of IPsec tunnel mode in conjunction with
IKE and can prove to be a convenient mechanism for automatic IPsec tunnel
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establishment. DHCP also support the concept of configuration leases which
can be used to force reconfiguration of the client. Another benefit of DHCP is
that it can reuse existing IP address management.
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